Name __________________________________________________________________


ELEC 5200/ELEC 6200 Computer Architecture and Design

Final Exam, December 9, 2005




          Total 25 points
Broun 306, 11:00AM—1:30PM
Instructions: This test contains five pages. Please write your name on top of each page. Read all questions before writing your answers and attempt all five (5) questions. Answers should be written directly on the question sheets in the spaces provided. Be sure to revise your answers before turning them in. Turn in all sheets (even if portions are blank) and any extra pages you have used. Thank you.
Problem 1:








5 points
a. Consider a processor connected directly to the main memory. Each memory access (either read or write) requires 10 cycles. Besides the instruction fetch, needed for every instruction, 30% instructions require an additional memory access. What is the average number of cycles an instruction uses for memory access?








2 point


Answer: Average memory access cycles per instruction = 10 + 0.3×10 = 13
b. To improve the performance, we use separate one-level caches for instruction and data, with access times of 1 cycle each. The cache sizes and organizations are such that the hit rates for both instructions and data are 0.9. The miss penalty (time to refresh and access the cache) is 15 cycles for both caches. What is the average number of memory access cycles per instruction now?
2 points

Answer:  Average memory access cycles per instruction



= 0.90×1 + 0.1×15 + 0.3(0.9×1 +0.1×15) = 3.12

c. If we were to reduce the miss penalty of just one of the caches, which one should it be – the instruction cache or the data cache? Why?

1 points

Answer: We should improve the instruction cache because an instruction is 
fetched for each execution, while the data access is required only by 30% of 
instructions.
Problem 2:








5 points
A one-level cache contains m words and the main memory has M words. Suppose the access times of both memories (cache and the main memory) are proportional to their sizes. Consider the case where data accesses are completely random, i.e., any word is accessed without the consideration for the “locality” of the preceding accesses. Show that the minimum access time is achieved when the cache is half the size of the main memory and this access time is on an average 25% lower than the access time of the main memory.
Answer: For random data access, the hit ratio is, h = m/M. Let us assume a proportionality constant k such that access times of the cache and main memory are km and kM, respectively. Then the average access time is given by,

Tacc
=
(m/M) km + (1 – m/M) kM
=
km2/M + kM – km 
We differentiate Tacc w.r.t. the cache size m,


dTacc

───
=
2km/M – k 
= 0,
or
m =M/2


 dm

Because the second derivative of Tacc is positive, m = M/2 gives the minimum value for the access time, which is


Taccmin
=
½ kM/2 + (1 – ½) kM

=
¾ kM
Since the access time of the main memory is kM, Taccmin is 25% lower.
Problem 3:








5 points

a. Does the five stage MIPS pipeline execution of the following sequence of instructions generate a hazard? If yes, can the hazard be handled without a pipeline stall? Illustrate the handling of hazard by a sketch of pipeline stages.









3 points




 add
$s0, $t0, $t1





 add
$t2, $s0, $t3


Answer: Yes. A data hazard is generated in the fourth clock cycle (CC 4) because 
the result of the first add, though generated in CC3, is not written in $s0 until 
CC5. Thus, the value of $s0, obtained in CC3 is incorrect. This hazard can be 
handled without a stall by “forwarding.” Following diagram shows the 
forwarding.

b. Define the following:






2 points
i. Instruction level parallelism (ILP)
ii. Superscalar

iii. Out-of-order execution

iv. Very long instruction word (VLIW)
Answer:
i. ILP – an architecture in which multiple instructions are issued in one clock cycle.

ii. Superscalar – a dynamic ILP where instructions to be executed together are


selected during program execution.

iii. Out-of-order execution – a superscalar architecture in which the order of instruction execution depends on data and resource availability. This order may be different from that in the program.

iv. VLIW – a static ILP architecture in which the compiler, based on the independent executability, selects sets of instructions for parallel execution. These sets are packed in words of a wide (e.g., 512 bits) instruction memory.
Problem 4:








5 points

a. A computer has a byte-addressable main memory with 32-bit address. We need to design a cache of 1K blocks with a block size of one word. If a memory word contains 32 bits of data, then how many bits of storage will be needed for a direct-mapped cache?







3 point
Answer:
Memory contains 230 words. Cache has 210 words. Thus, the cache maps onto 220 segments, each having a unique tag. Therefore, the number of tag bits is 20. Each block in the cache has a 10 bit index also.

Number of bits needed in direct-mapped cache



=  (#blocks in cache) × (data bits per block + tag size + valid bit)



= 1K × (32+20+1)
= 53 Kb
=  6.625 KB

b. What are “data consistency”, “write-through”, “write-back” and “dirty bit” in a cache memory system?







2 points

Answer:
Data consistency – data consistency means keeping a data block in the main memory same as its copy in the cache. Because the processor writes any changes in the cache, data words there can differ from their original versions in the main memory. Such data are called inconsistent.

Write-through – This is a scheme that maintains consistency. Whenever the processor writes into cache, the corresponding data are also written into the main memory. Because the main memory is slower, instead the data are saved in a “write-through” buffer, to be written out to the memory. If the write-through buffer is full, then the processor must wait.
Write-back – a technique (alternative to write-through) to maintain consistency of data between cache and main memory. A data block, that is in cache and has been changed by the processor, has become inconsistent. If this block is to be overwritten in cache to bring in new data from the memory, then it is first copied from cache to memory and then overwritten in cache.

Dirty-bit – a bit in cache block that indicates the inconsistent status of the block. It is used in the write-back method of maintaining consistency. The dirty-bit is set when the cache block is written by the processor. At the time when the block is to be overwritten, the dirty-bit is checked to determine whether or not it should be copied back to the main memory.
Problem 5: 








5 points
a. Your backpack can accommodate no more than five text books, which satisfy 90% of the needs of the courses you are taking this semester. However, there is always a 10% chance during a typical day that you will need one of the 50 prescribed reference books that are available only in the university library. The average time of getting books from the library is 24 hours, because sometimes they have to be called back before they can be issued to you. What is the average time per day you spend in locating books?










2 points
Answer: 
Assume that time to retrieve a book that is in the backpack is 0. Then,

Average time to obtain the needed book
=   0.9 × 0 + 0.1 × (24 hours)








=   2.4 hours/day

b. You approach the faculty advisor with a plan to reduce the average time of book-finding below 30 minutes. The plan is to place a book shelf in the study room and request the library for a loan of reference books. Find the smallest number of books needed in the study room so a shelf can be ordered and the library loan can be requested.











2 points

Answer: Assume that it takes 5 minutes (0.083 hours) to get a book from the book shelf.
Average time to obtain the needed book
=   0.9 × 0 + 0.1[h×0.083 + (1 – h)×24]








=   2.4 – 2.3917h
   hours/day

where h is the probability of finding a reference book on the shelf. If we place n of the 50 prescribed books on the shelf, then h = n/50. Setting the average time to 30 minutes, we get





2.4 – 2.3917h = 0.5 hours/day, or h = 0.79

Therefore, n = 0.79×50 = 39.5; We should place 40 books on the study room shelf.
c. Assuming that your plan has been implemented, devise a strategy for replacing a book when the needed book is not on the study room shelf.


1 point
Answer: When the shelf is full, a good strategy would be to return the least recently used (LRU) book to the library and replace it with the book that is needed.
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