ELEC 5200-001/6200-001 Computer Architecture and Design 
Spring 2009
Homework 6 Solution
Assigned 3/25/09, due 4/3/09
Problem 1: Datapath latency is the time to execute an (isolated) instruction. What is the pipeline latency for:

(a) Single-cycle (one-stage pipeline) datapath with clock cycle time of T1
(b) Pipelined datapath with n stages and a clock cycle time Tn

(c) Which of these two datapaths has lower latency? Why?
Solution: 
(a) Single-cycle datapath latency = T1

(b) Latency of n-stage pipeline = n ×Tn
(c) Single-cycle datapath has a lower latency, because its clock cycle time (T1) can be made less than n times the clock cycle time of the pipelined datapath (Tn).

Problem 2: Define the throughput of a datapath. Derive the throughputs for the following datapaths in MIPS (million instructions per second) for long streams of instructions (i.e., neglect latency):

(a) Single-cycle datapath with clock cycle time of T1

(b) Pipelined datapath with n stages and a clock cycle time Tn

(c) Which of these two datapaths has higher throughput? Why?

Solution: Datapath throughput is the rate of executing instructions, i.e., it is the number of instructions completed per unit time.
(a) Single-cycle datapath throughput = 10-6/T1
MIPS

(b) Throughput of n-stage pipeline = 10-6/Tn
MIPS

(c) Pipelined datapath has a higher throughput, because its cycle time is approximately 1/n that of the single-cycle datapath.

Problem 3: Consider a single-cycle datapath whose cycle time is T. To reorganize datapath as an n-stage pipeline, the hardware is divided into n nearly equal delay stages. The clock cycle time for the pipelined datapath is then the largest delay of any stage. Suppose this cycle time is (T/n) + (, where ( > 0 is a small constant and n ≥ 2. We also estimate the average per instruction hazard penalty of βn cycles. Find the number of stages that will maximize the throughput for long instruction streams.

If T = 1ns, ( = 0.1ns and β = 0.1, what are the throughputs of single-cycle, 5-stage pipeline, and the optimum pipeline datapaths? Neglect the effect of latency.
Solution: For n-stage pipeline, the average execution time of an instruction is,


t(n)
=
(α + T/n)(1 + βn)
=
α + αβn + T/n + Tβ
Throughput 1/t(n) will be maximum when t(n) is minimum. To maximize throughput, we set ∂t(n)/∂n = 0,

i.e., 



αβ – T/n2 = 0 and ∂2t(n)/∂n2 ≥ 0
                                                           n = [T/((β)]1/2
For T = 1ns, ( = 0.1ns and β = 0.1, optimum value of n is 10.
MIPS throughput of a single-cycle datapath = 10-6/T = 10-6 / 10-9 = 1000 MIPS
MIPS throughput of an n-stage pipeline = 10-6 / t(n)
n = 5:

t(n) = 0.45×10-9 s, throughput = 2,222.2 MIPS
n = 10:

t(n) = 0.4×10-9 s, throughput = 2,500 MIPS
Problem 4: Consider a five-stage pipelined MIPS processor that contains no hardware to handle hazards. Give an example of each type of hazard and explain how the software may handle it.
Solution: Three types of hazards are possible in a pipeline processor:

1. Structural hazard – This occurs due to a resource conflict. In the pipeline, the memory is accessed every cycle for fetching instructions. However, in the fourth cycle after their execution begins, lw and sw perform memory operations. If a single memory is used and allows only one operation (either read for instruction fetch, or read for lw, or write for sw) at a time, then the resource conflict will require a one cycle delay in instruction fetch. To handle this hazard, the compiler must insert a nop instruction as a fourth instruction after each lw and sw. In general, separate instruction and data caches, and dual-port memories are typical hardware solutions for the structural hazard problem.

2. Data hazard – Contents of a register have not been updated before the clock cycle in which they are needed. Consider the pair of MIPS instructions:



add 
$s1, $s2, $s3

% add s2 and s3, write sum to s1



add
$t1, $s1, $s2

% add s1 and s2, write sum to t1


Suppose the first instruction is fetched in cycle 1. Then it will write the sum to s1 
in cycle 5. However, the second instruction, fetched in cycle 2, will add s1 in 
cycle 4. To resolve this hazard, the compiler must delay the second instruction by 
two cycles, i.e., insert two nop’s. This action is taken whenever an R-type or a 
lw instruction is followed by another instruction such that the destination register 
of the first instruction is a source register for the second instruction. Compiler can 
sometimes resolve this hazard by reordering the code such that nop’s are avoided 
or reduced.

3. Control hazard – When the sequence of instruction execution is altered by an instruction, other instructions in the pipeline become invalid. A conditional branch instruction is an example. Normally, a branch instruction will decide in the third cycle whether or not the content of PC should be changed. Thus, the compiler must insert adequate number of nop’s after each branch instruction to ensure that, irrespective of whether or not branch is taken, the executed instructions are always correct.












































































































































































































