ELEC 5200-002/6200-002 Computer Architecture and Design 
Fall 2006

Homework 9 Solutions
Assigned 12/1/06, due 12/6/06
Problem 1: Consider a five-stage pipelined MIPS processor that contains no hardware to handle hazards. Give an example of each type of hazard and explain how the software will handle it.
Answer: Three types of hazards are possible in a pipeline processor:

1. Structural hazard – This occurs due to a resource conflict. In the pipeline, the memory is accessed every cycle for fetching instructions. However, in the fourth cycle after their execution begins, lw and sw perform memory operations. If a single memory is used and allows only one operation (either read for instruction fetch, or read for lw, or write for sw) at a time, then the resource conflict will require a one cycle delay in instruction fetch. To handle this hazard, the compiler must insert a no-op instruction as a fourth instruction after each lw and sw. In general, separate instruction and data caches, and dual-port memories are typical hardware solutions for the structural hazard problem.
2. Data hazard – Contents of a register have not been updated before the clock cycle in which they are needed. Consider the pair of MIPS instructions:



add 
$s1, $s2, $s3

% add s2 and s3, write sum to s1


add
$t1, $s1, $s2

% add s1 and s2, write sum to t1


Suppose the first instruction is fetched in cycle 1. Then it will write the sum to s1 
in cycle 5. However, the second instruction, fetched in cycle 2, will add s1 in 
cycle 4. To resolve this hazard, the compiler must delay the second instruction by 
two cycles, i.e., insert two no-ops. This action is taken whenever an R-type or a 
lw instruction is followed by another instruction such that the destination register 
of the first instruction is a source register for the second instruction. Compiler can 
sometimes resolve this hazard by reordering the code such that no-ops are avoided 
or reduced.
3. Control hazard – When the sequence of instruction execution is altered by an instruction, other instructions in the pipeline become invalid. A conditional branch instruction is an example. Normally, a branch instruction will decide in the third cycle whether or not the content of PC should be changed. Thus, the compiler must insert adequate number of no-ops after each branch instruction to ensure that either the correct instruction, or no instruction, is fetched.
Problem 2: Suppose we want to design a single finite state machine (FSM) to handle the entire control of a five-stage pipelined MIPS processor. In each clock cycle, this FSM directly generates control signals for all hardware units (ALU, RegWrite, MemRead, MemWrite, PC controls, all multiplexer controls, etc.) located anywhere in the pipeline. It should also handle hazards, forwarding, etc. What should be the input signals for this FSM? Note: You do not have to design the FSM.
Answer: The input to the control FSM is the entire instruction word, containing, the opcode, and all source and destination register names. In addition, the zero and overflow signals from the ALU should be supplied to the FSM.
Problem 3: State the locality principle. Suppose we could determine that the size of a typical data locality is w words. How many blocks should a cache of m words (m is several times w) have? Given that the main memory contains M words and the program data may be located anywhere, what is the hit ratio for the first memory access the program makes? Will you expect the hit ratio to change on subsequent accesses?
Answer: Locality principle – A program tends to access data that form a physical cluster in the memory. Thus, multiple accesses may be made within the same block of data. Physical localities are temporal and may shift over longer periods of time. Data not used for some time is less likely to be used in the future.

The block size b should match the size w of data locality. Thus, b > w will reduce the miss rate for a single locality. Choosing a large b will reduce the number m/b of blocks. However, data may be accessed from multiple localities and a larger number of blocks will tend to reduce misses for temporally changing localities or fragmented data. A good strategy is to choose a block size such that b ≈ w, and have m/w blocks in the cache.
When a program begins the valid bit in the cache is set to “false”. Therefore, for the first memory access, the hit rate is 0. On the first access, however, a block will be brought into cache. This block could be an entire data locality, or a part of it. After just a few accesses, the hit rate will usually increase, reaching 90% or higher. In the worst (and unlikely) case, when the data are accessed completely randomly, the hit rate can be m/M.
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