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Abstract—This paper presents a novel direct digital
frequency synthesis (DDFS) ROM compression technique
based on two properties of a sine function: (a) piecewise
linear technique to approximate a sinusoid, and (b) varia-
tion in the slope of the sinusoid at different phase angles.
In the proposed DDFS architecture the ROM stores a few
of the sinusoidal values, and the interpolation points be-
tween the successive stored values are calculated using lin-
ear and nonlinear addressing schemes. The nonlinear ad-
dressing scheme is used to adaptively vary the number of
interpolation points as the slope of the sinusoid changes,
leading to a greatly reduced ROM size. The proposed archi-
tecture achieves a high compression ratio with a spurious
response comparable to that of recent ROM compression
techniques. To validate the proposed DDS architecture, the
linear, nonlinear, and conventional DDS ROM architectures
were implemented in a Xilinx Spartan II FPGA and their
spurious performances were compared.

I. Introduction

Direct digital frequency synthesizers (DDFS) provide
fast switching and precise frequency resolution. The

simplest architecture of the DDFS uses an N -bit accumu-
lator, a read-only memory (ROM), and a digital-to-analog
converter (DAC), implemented using the same reference
clock fclk as illustrated in Fig. 1. The output frequency
of the DDFS depends on the N -bit input word called the
frequency control word (FCW).

At the edge of the reference clock, the FCW is added
to the value in the N -bit accumulator. At any instant the
value in the accumulator represents the phase of the sinu-
soid, so it is referred to as the phase accumulator register.
The output of the phase accumulator register is used to
address the ROM that stores the sinusoid sample values.
The output frequency of the DDFS depends on fclk as

fout = fclk
FCW

2N
. (1)

The finest frequency resolution possible is given by

fres =
fclk

2N
. (2)
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Fig. 1. Basic DDFS architecture.

The size of the ROM varies with the number of phase
bits N as 2N ; therefore, to keep an affordable ROM size,
the phase bits are often truncated. The phase truncation
maintains the frequency resolution, yet generates spuri-
ous tones at the DDS output. The finite resolution of the
ROM also causes quantization errors leading to a spuri-
ous output response. Therefore, several compression tech-
niques have been proposed to optimize the ROM size and
the output dynamic range. The output sine wave can be
modeled by (3),

y = sin
(πx

2

)
+ ε(x), (3)

where x represents the output phase bit at every clock cy-
cle and ε(x) models errors such as amplitude resolution
errors and algorithmic errors. The most common DDFS
architecture was proposed by Tierney et al. [1]. This ar-
chitecture, however, incorporates a huge ROM. The con-
ventional DDFS architecture utilizes a ROM look-up table
to convert the accumulated phase word into sine/cosine
words that are further used to drive a linear binary-
weighted DAC. The speed bottleneck of a conventional
DDFS architecture lies in the large look-up table with
multilevel decoders. The huge look-up table not only re-
stricts high-speed operation, but also occupies a large area
and consumes a large amount of power. ROM compres-
sion techniques gain advantages such as increased speed
and reduced die size, cost, power consumption, and digital
switching noise. Hence, reduction of the ROM size using
compression techniques is important for both high-speed
and low-power applications.

To reduce the power dissipation and the die size, a non-
linear DAC with sine-weighted current cells can be em-
ployed [2]. The nonlinear DAC converts the digital phase
information directly into an analog output. The sine func-
tion approximation algorithm presented in this paper can
also be used in nonlinear sine-weighted DAC designs, even
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Fig. 2. Architecture for constructing sine function using symmetry
around π/2 and π.

if no look-up table is needed in a ROM-less DDFS archi-
tecture.

This paper presents a compression technique that ex-
ploits the variation of slope of the sinusoid to vary the
number of values that have to be interpolated among the
values stored in the ROM [3]. In addition, the sine wave
has been assumed to be piecewise linear among the suc-
cessive stored values. A small multiplier along with some
control circuitry is used to calculate the interpolation val-
ues. The results show that the technique can achieve a
considerable reduction in ROM size with reduced circuit
complexity without degradation in the spurious response,
and presents no bottleneck to low-power applications.

Section II of this paper presents the generic algorithm
for the proposed ROM compression technique. In Sec-
tion II-B the linear addressing scheme of the architecture
is presented, followed by the nonlinear addressing scheme
of the architecture in Section II-C. The simulation results
are presented in Section III. Section IV includes a detailed
comparison of the present architecture with the various
previous ROM compression techniques. This section also
reviews the pros and cons of the prior art techniques.
The architecture is validated by implementation on Xil-
inx Spartan II FPGA (San Jose, CA) and a measurement
is presented in Section V along with brief analysis. The
paper is concluded by Section VI.

A DDFS with phase resolution of 15 bits and amplitude
resolution of 14 bits is discussed. A traditional DDFS im-
plementation using the sine function quadrature symme-
try compression technique, as shown in Fig. 2, requires a
213 ×14-bit ROM [4]. A 15-bit phase word should result in
−92.06 dBc of rejection in the magnitude of the worst-case
spur due to truncation of the phase accumulator register.
The proposed architecture [5] with nonlinear addressing
scheme meets the performance goal of −90 dBc of spu-
rious rejection with a ROM of 1216 bits, resulting in a
compression ratio of 94.3:1 when compared to the above-
mentioned traditional DDFS implementation, whereas the
algorithm of Nicholas et al. [6], [7] could achieve a com-
pression ratio of only 34.4:1 for the same specifications and
performance. These compression ratios are compared to
the traditional memory with quadrature symmetry tech-
nique implemented.

II. Proposed ROM Compression Algorithm

A. Generic Architecture

In the architectures of DDFS using ROM compression
techniques, certain samples of the sinusoid are stored in
the ROM, and the entire sinusoid is created by calculat-
ing the interpolation values using these stored values. In
our architecture, the two most popular techniques of stor-
age reduction, (i) sine function quadrature symmetry and
(ii) sine-phase difference algorithm, have been used. The
sine-phase difference algorithm technique stores the value
of sin(x)−x instead of the value of the corresponding sine
sample. An adder is used later to add the phase word to
the value stored in the ROM. This technique helps to re-
duce by two bits the width of the word that is stored in
the ROM. Incorporating this technique in our architecture
requires two additional adders.

At any clock cycle, the value in the phase register in-
dicates the phase of the sine function. As not all of the
samples of the sinusoid are stored, only the first m bits of
the N -bit phase word are used for addressing the ROM.
The remaining d bits (d = N − m) are used to calculate
the value and position of the interpolation point. The first-
order linear interpolation formula is given as

sin(B) = sin(A) + (sin(C) − sin(A)) × ∆x, (4)

where sin(A) and sin(C) are the successive stored sinusoid
samples; sin(B) is the sample to be interpolated and is
calculated using (4); sin(A) is the sine value addressed by
the phase bits in the present clock cycle, and sin(C) is the
next ROM sample. The value of ∆x is obtained using d
least significant bits (LSBs) of the phase word. There can
be a maximum of 2d interpolation points between the suc-
cessive stored values of the ROM. The maximum number
of samples is interpolated when the input FCW is 1.

The value in the phase registers at any instant reads

R = FCW × (i − 1), (5)

where i is the number of clock cycles, and R[(N − 1) : 0]
represents an N -bit word with bit N −1 as its most signif-
icant bit (MSB) and bit 0 as its LSB. The notation is used
in Verilog hardware description language. The phase angle
of every sinusoid sample to be interpolated is calculated by
(6) and the interpolated value is given by (7).

Xi = B =
(π

2

)(
Ri[N − 1 : 0]

2N

)
(6)

sin(B) = sin(A) +
(sinC − sinA)

(2d)
× (R[d − 1 : 0]).

(7)

In other words, the d LSBs of the phase register output
R indicate the relative position of the interpolated sam-
ple from the preceding stored sample. They therefore also
represent the number of clock cycles required for the value
in the phase register to change from A to B. The output
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of the ROM has a word length and hence amplitude reso-
lution of k bits.

In the proposed architecture, the sine function is as-
sumed to be piecewise linear. In order to avoid the divi-
sion in (7), which involves hardware, the formula has been
modified to

sin(B) = (sin(C) − sin(A)) × (R[d − 1 : 0]) + sin(A) � (d).
(8)

Multiplication of both sides by 2d makes the output word
length n = k + d bits. This increases the precision of rep-
resentation. The k + d bits are later truncated to k bits to
meet the specifications of the DAC. The spurious response
is analyzed after truncating the word length to k bits. The
memory requirements here are 2m × k bits, where m is
the number of bits of the phase register output used for
addressing the ROM and k is the ROM wordlength.

Memory requirements are further reduced by exploiting
the variation in the slope of a sinusoid at every phase angle.
The slope of the sinusoid changes from 1 to 0 as the angle
changes from 0◦ to 90◦. Thus, the slope of a sinusoid is
high for smaller phase angles, gradually reducing as the
phase angle approaches 90◦ and becomes 0 at 90◦.

As a higher slope means a larger difference in successive
sample values, the proposed architecture with a nonlinear
addressing scheme stores more samples in the ROM look-
up table in the region of the sinusoid having higher slope
and a smaller number of samples in the region of the sinu-
soid with lesser slope. Thus, as seen in Fig. 3, the number
of samples stored in the 0◦–45◦ region is 64, as opposed
to 32 samples stored in the 45◦–90◦ region. Therefore, the
number of interpolation values that are calculated is less
in the high-slope region than in the low-slope region of
the sinusoid. Though many such partitions of the sinusoid
can be made where each part can have a different number
of stored interpolation samples, for the architecture pre-
sented in this paper the sinusoid is partitioned into two
parts: 0◦–45◦ and 45◦–90◦. As shown in Fig. 3, the sine
values for phases between 0◦ and 45◦ are stored in ROM1,
and those for 45◦–90◦ in ROM2. The number of ROM val-
ues stored in the ROM2 can be reduced to almost half
without a significant drop in the spurious response.

As there are two ROMs, the number of addressing lines
to ROM1 is taken as m and, accordingly, the number of
addressing lines to ROM2 is denoted as m − 1. Thus, the
number of interpolation values that are calculated between
45◦ and 90◦ increases to twice the number that are cal-
culated for the single ROM architecture with a linear ad-
dressing scheme, and their relative position is indicated by
LSB d2 −bits (d2 = d+1 = N −m+1) bits. For the above
explained nonlinear addressing scheme, (8) is modified to

sin(B)2 = (sin(C)2 − sin(A)2) × (R[d2 − 1 : 0]) + sin(A)2
� (d2) , (9)

sin(B)1 = (sin(C)1 − sin(A)1) × (R[d1 − 1 : 0]) + sin(A)1
� (d1) . (10)

Subscripts 2 and 1 indicate that the values under discus-
sion are from ROM2 and ROM1, respectively. d2 is one bit
greater than d1 (d1 = d = N − m). If the widths of both
ROM1 and ROM2 are taken as k bits, as in the linear ad-
dressing scheme, shifting the sin(A)2 value by d2, as given
in (9), will make the output word length k + d + 1 bits. In
order to have uniform output, the width of ROM2 is made
k − 1 bits instead of k bits. The memory requirements for
this architecture are 2m−1 × k + 2m−2 × (k − 1) bits.

B. Architecture with Linear Addressing (Single ROM)

Without losing generality, a phase precision of 15 bits
and a ROM of 28 bits with an amplitude resolution of
14 bits are used to simulate the proposed architecture as
shown in Fig. 4. The width of ROM is reduced from 14 bits
to 12 bits due to incorporation of the sine-phase difference
algorithm. The block marked as the sine-phase difference
algorithm adds the value of phase angle A back to the
output of the ROM (sinA − A) such that the output of
this block is sinA value with 14-bit resolution. Thus the
actual ROM size is 28 × 12 bits.

As a ROM of length 28 has been used, 256 sinusoid
samples for phase angles of 0◦–90◦ are stored in the ROM.
For a phase accumulator of length 15 bits, the phase ac-
cumulator output word is represented as R[14 : 0] where
bit 14 is MSB and bit 0 is LSB. The first two of the 15
bits of the phase accumulator register indicate the quad-
rant of the sine wave. Hence, the remaining 13 bits are
used to address the sine wave between 0◦ and 90◦. As the
ROM has 256 values, the 8 MSB bits of output phase word
R[12 : 5], i.e., 12th bit to 5th bit of the phase word R, are
used for addressing the ROM. From (8), we require the
value stored at the present location (sinA) as well as the
value stored in the successive location (sin C) for the in-
terpolation technique. Fig. 4 shows the control circuitry
that accomplishes this goal. A value of sinA, pointed by
R[12 : 5], is obtained in the present cycle. The control
circuit adds a 1 to R[12 : 5] to point to the successive
ROM location, and in the next cycle the value of sinC
is obtained. The multiplexer control, EN, is operating at
twice the clock frequency, such that as EN = 1, output
of the control circuit points to location of sinA and when
EN = 0, it points to location of sinC. As the truncated
bits are 2d = 213−8 = 32, the phase register points to a
particular ROM value for 32 clock cycles for FCW = 1.

For FCW = 1, d is given by five LSB of R; thus, the
sample values obtained from the ROM are shifted left by
five positions, which is the same as multiplying it by 32,
and later truncated according to the size of the DAC. As in
Fig. 4 this is implemented using a 5-bit shift register. The
shifted ROM value is added to the output of the multiplier
that realizes the first part of (9). From Fig. 4, the inputs
to the multiplier are sin(C) − sin(A), obtained from the
subtractor and the LSB of output phase word denoted by
R[d − 1 : 0].

The sine-phase difference algorithm can be introduced
in the architecture to reduce the width of the ROM by
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Fig. 3. Phase-to-sine amplitude conversion architecture with linear addressing using a multiplier.

Fig. 4. Phase-to-sine amplitude conversion architecture with nonlinear addressing.

two bits. The values stored in the ROM thus change to
(sin(x) − x) where x is the phase angle of the sinusoid.
The inputs to the sine-phase difference adder are the phase
given by W (R[m − 1 : 0]) and the output of the ROM as
shown in Fig. 4. Therefore, the length of the output of the
block is 14 bits.

The overall sine value is represented with a precision
of 14 + 5 = 19 bits. This value is truncated to 14 bits
before being sent to the DAC. The −90 dBc spurious-free
dynamic range (SFDR) is obtained for output amplitude

resolution of 15 bits. Truncation to 14 bits gives the best
spurious response when compared to truncation to either
15 or 13 bits, because in this case the output becomes 15
bits with the MSB sign bit. In order to achieve about the
same quantization noise floor due to phase truncation and
finite amplitude bits, the number of phase bits is required
to be larger than or equal to the number of amplitude
bits. So truncation to 14 bits is considered to be optimal.
This technique of shifting the ROM value and adding the
multiplier value to it to obtain the sine output increases
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the precision of the output and reduces the complexity of
calculations required to obtain the sine values that have
to be interpolated.

C. Architecture with Nonlinear Addressing (Two ROMs)

For the architecture with two ROMs, the sinusoid is
partitioned into two parts; 0◦–45◦ and 45◦–90◦, as shown
in Fig. 3. The sine values for phase between 0◦ and 45◦

are stored in ROM1, and 45◦–90◦ in ROM2. The phase
accumulator is taken to be 15 bits long. The width of the
ROMs are taken to be 14 bits and 13 bits, respectively, but
due to the architecture having the sine phase difference
algorithm incorporated in it, the ROM sizes are given as
ROM1 equal to 26 × 12 bits and ROM2 equal to 25 ×
11 bits. The explanation of ROM2 width being less than
ROM1 width is given in Section II-A. The mentioned ROM
sizes require the number of samples interpolated between
successive stored values to be 64 between 0◦ and 45◦ and
128 between 45◦ and 90◦ if FCW = 1. The address lines
required to address ROM1 are 7 bits, given by R[12 : 6],
and those required for ROM2 are denoted by 6 bits, R[12 :
7].

The sine phase difference algorithm is incorporated
using a single adder. The inputs to the adder are ob-
tained from the phase bits addressing ROM1 or ROM2
at any clock cycle and ROM output that is any one of
sin(A1) − A1, sin(A2) − A2, sin(C1) − C1, or sin(C2) − C2
at any clock cycle. The phase bits addressing ROM1 or
ROM2 are selected using a multiplexer enabled by the
(N − 2)th-bit denoted as R[12].

The output of the subtractor is given by sin(C1,2) −
sin(A1,2). In accordance with (9) and (10), the values of
ROM1 are shifted left by d1 = 6 bits and the values of
ROM2 are shifted by d2 = 7 bits before being added to
the multiplier output to obtain the sinusoid sample. The
multiplier input is given by R[d1 − 1 : 0] = R[5 : 0] or
R[d2 −1 : 0] = R[6 : 0] for ROM1 and ROM2, respectively,
and the corresponding values of sin(C1,2) − sin(A1,2). The
whole sine value is represented with a precision of 15+6 =
21 bits. This value is truncated to 14 bits before being sent
to the DAC.

The proposed technique requires additional hardware
of a 7 × 8-bit multiplier, shift registers, and a subtractor.
Thus the increase in the hardware overhead is the trade-off
for the great reduction in the memory requirement.

The sinusoid can further be partitioned to 0◦–30◦, 30◦–
60◦, and 60◦–90◦, instead of 0◦–45◦ and 45◦–90◦, to obtain
further reduction in the memory requirement, but for this
paper we have only tried partitioning the ROM into two,
i.e., 0◦–45◦ and 45◦–90◦. The values stored in the ROM are
optimized to minimize the mean square error by computer
simulations. Worst-case spur amplitude of about −88 dBc
is achieved with this method. But the simulation results
show that a ROM of 26 × 13 + 25 × 12 bits provides a
spurious rejection of −90.3 dBc, which provides the best
compression ratio.

Fig. 5. Error versus samples for P = 15 bit, ROM = 28× 12 bit, and
FCW = 69; error of the order of 10−5.

III. Simulation Results

A computer program was written in MATLAB (The
MathWorks, Inc., Natick, MA) to simulate the proposed
architecture. The results henceforth are mentioned for
both the nonlinear and the linear addressing architec-
tures. The accumulator length and hence the number of
output phase word bits are chosen to be P = 15 bits.
According to [4], an architecture having uncompressed
memory with symmetry considerations, having the above-
mentioned phase bits, should have a worst-case spur of
−90 dBc, which is obtained from the simulations as well.
For the proposed linear addressing architecture with mul-
tiplier, ROM size is taken to be 28 × 12 (3072 bits). The
worst-case spur thus obtained in this case is also −90 dBc.
For nonlinear addressing, the ROM size used is 26 × 13
for ROM1 and 25 × 12 for ROM2, adding up to 1216
bits, thus saving 1856 bits as compared to the linear ad-
dressing scheme. As shown in Figs. 5 and 6, the error ob-
tained is of the order of 10−5, which yields a worst-case
spur of −90 dBc. The presented work has 15-bit accu-
mulator length, and thus has no phase truncation. With
increased accumulator length, higher frequency resolution
is obtained along with higher signal-to-quantization noise
power due to oversampling. The ROM samples have been
optimized to reduce the mean square error thus used to
obtain the worst-case spur.

The graph in Fig. 7 shows the variation in the spurious
response for different widths for ROM1 and ROM2. The
widths or word lengths of 13 and 12 for ROM1 and ROM2,
respectively, resulted in a magnitude of worst-case spur of
−95 dBc. To attain the performance goal of −90 dBc of
spurious rejection, the word lengths of 12 and 11 bits for
ROM1 and ROM2 are optimal, which result in a worst-
case spur of −88 dBc. From the graph it can be observed
that, as the word length of the ROMs is reduced, the per-
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Fig. 6. Error versus samples for P = 15 bit, nonlinear addressing,
and FCW = 33.

Fig. 7. Memory word lengths versus worst-case spur for nonlinear
addressing.

formance is degraded. This is caused due to the finite res-
olution of the ROM leading to quantization error. The
objective of attaining −90 dBc of worst-case spur is ob-
tained with word lengths of 12 and 11 bits for ROM1 and
ROM2, respectively. Hence the algorithm has been sim-
ulated keeping the width of the ROMs constant at these
values for different lengths of ROM1 and ROM2, as shown
in Fig. 9. As shown in Fig. 8 for linear adressing scheme,
the memory wordlength of 14-bits with a memory length
of 256-bits achieves the goal of approximately −90 dBc
spurious response.

From the graph in Fig. 9 it can be observed that mem-
ory lengths of 27 and 26 for ROM1 and ROM2 meet the
requirement of −90 dBc of spurious rejection. It can be ob-
served that even though the memory lengths are increased
to 28 and 27 for ROM1 and ROM2, respectively, there is

Fig. 8. Memory word lengths versus worst-case spur for linear ad-
dressing.

Fig. 9. Memory lengths versus worst-case spur for nonlinear address-
ing.

not much improvement in the performance. One reason
for this might be the constant word length of the ROMs,
which limits the performance. On the other hand when
the memory lengths are decreased to 26 and 25 for ROM1
and ROM2, respectively, we get a −86 dBc of spurious re-
jection, which is not much reduction in performance but
doubles the compression ratio to 102.4:1. The word length
is an important limitation on performance. Hence, by in-
creasing the word length to 13 and 12 bits, respectively, for
ROM1 and ROM2 with memory lengths 26 and 25, respec-
tively, a spurious rejection of −90.6 dBc can be achieved
which gives a compression ratio of 94.3:1. This memory
dimension is taken as standard for comparison and con-
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Fig. 10. Different word lengths and memory lengths of ROM1 and
ROM2 with the same spurious response.

sidered to be the optimal. The graph in Fig. 10 indicates
the possible combinations of ROM1 and ROM2 dimensions
giving the same performance. The graph also shows that
increasing the memory word length beyond a certain size
will not result in further improvement in performance.

IV. Comparison to Prior Art Architectures

In Table I, we compare our proposed DDS ROM com-
pression algorithm to various prior art algorithms. Various
algorithms have been developed for compression of look-up
tables. A simple architecture for ROM compression, first
proposed by Hutchinson [8], works on the angular decom-
position technique [9]. This technique uses (11) and thus
requires the slicing of the phase angle into constituent an-
gles C and F . The pre-calculated values of the terms stored
in separate ROMs are used to obtain the final output.

sinx = sin(C + F ) ∼= sinC + sinF × cosC
(11)

This was further improved by Sunderland et al. [10]
using three slices. But, as shown in Table I, both archi-
tectures have achieved much less compression ratio. The
architecture proposed by Nicholas et al. [6], [7] consists
of a coarse and a fine ROM structure. The values stored
in the coarse ROM are given by sin(A + B) and those
in fine ROM are (sin(C) cos(A)). The stored values mini-
mize the mean square error component such that the noise
power at the output is reduced. Storage bits were further
reduced by selecting an optimum segmentation scheme.
Sine amplitude compression named the sine-phase differ-
ence algorithm was also used to reduce storage bits. This
architecture used to be very popular due to its simplic-
ity and minimum hardware requirements. In the Nicholas
architecture, more values are indirectly stored.

Curticapean and Niittylahti [11] have an architecture
similar to that in [8] but have used three ROMs. The val-
ues stored are sin(C), sin(F ), and cos(C), with the terms
multiplied externally. The reported 455:1 compression ra-
tio is obtained by comparison with uncompressed memory.
When the proposed architecture is compared with quarter
sine wave symmetry memory, the compression ratio ob-
tained is 94.3:1. When it’s compared with uncompressed
memory, the obtained compression ratio is 404:1, as spec-
ified in Table I.

The architecture proposed by Bellaouar et al. [12] uses
the first two terms of the Taylor series expansion for a sinu-
soid. This kind of architecture is categorized as the first-
order polynomial approximation-type ROM compression
technique. The two ROMs store the values of a constant
first term and the second term having the slope coefficient
of the sine wave.

El Said and Elmasry [13] performed the linear interpo-
lation from the center of each linear segment unlike that
presented in [12]. There is a 50% reduction in the ROM size
by performing interpolation around a value in the middle
of the interpolation range. However, their compression ra-
tio degrades for large ROM size. Therefore, in other words,
a large accumulator length causes reduction in the com-
pression ratio, thereby creating a trade-off between ROM
size and the frequency resolution.

Langlois and Al Khalili [9], [14] have proposed a tech-
nique where the sine wave is divided into linear segments
that are defined such that the output noise sequence sam-
ples have little correlation with each other, flattening the
noise spectrum and increasing the SFDR. Also, they have
made extensive use of multiplexers to remove restrictions
on systems having multipliers, similar to the architecture
proposed by Liu et al. [15]. The consequence, however, is
that the SFDR will be degraded for FCW values that do
not force all output samples to be cycled through, or if
very short sequences of oscillations are synthesized prior
to changing the FCW. But the output resolution of this ar-
chitecture is smaller than that achieved in this work. With
the increase of the output resolution, their error increases,
but the SFDR is limited by the number of input bits to
the DAC due to DAC quantization noise.

Liu et al. [15] have proposed a multiplierless technique
for ROM compression that utilizes a linear interpolation
technique with unequal length of segments. This is im-
plemented in a way such that the slope includes a wide
range of powers-of-two. Thus circuit complexity is greatly
increased.

As the speed of technology is increasing, calculation of
values is faster as well as easier; hence the memory require-
ments can be reduced by calculating the values that have
to be interpolated rather than storing them. This is the
basis for the proposed architecture where all of the values
that have to be interpolated are calculated, thereby greatly
reducing the memory requirements. Further, the number
of values to be calculated can be increased, which reduces
the number of values that have to be stored, by exploiting
the properties of sinusoid.
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TABLE I
Comparison of Proposed DDS ROM Compression Algorithm to Prior Art Algorithms.

Phase (P) & Needed Ref. Total
amplitude (A) ROM look-up compress. Spectral

Method resolution (bits) table ratio purity Comments

Hutchinson’s P = 12 27 × 6 212 × 8 11.6:1∗ −72.245 (3,4,3) phase segmentation,
technique [8] A = 8 210 × 2 two adders required

Sunderland et al. P = 12 27 × 8 212 × 8 27:1∗ −72.245 (3,3,4) phase segmentation,
architecture [10] A = 8 26 × 3 two adders required
Nicholas et al. P = 15 28 × 9 213 × 14 34.4:1 −90 (4,4,5) phase segmentation,

architecture [6], [7] 28 × 4 two adders required
Bellaouar et al. P = 12 25 × 8 212 × 8 78.8:1∗ −72.245 (5,5) phase segmentation, a
architecture [12] A = 8 25 × 5 5 × 5 multiplier, and two adders

El Said and Elmasry P = 12 24 × 8 212 × 8 128:1∗ −72.1 (4,6) phase segmentation,
architecture [13] A = 8 24 × 8 8 × 7 multiplier, two adders

Langlois and Al Khalili P = 18 26 × 15 214 × 16 273:1 −96 64 linear segmentation,
[9], [14] A = 14 with multiplexer

Curticapean and Niittylahti P = 16 15 × 26 216 × 16 455:1∗ −96 5 × 7 bits two multipliers
[11] A = 16 14 × 26 and two adders

7 × 26

Proposed P = 15 28 × 12 213 × 14 37.3:1 −89 5 × 7 multiplier, two adders
architecture with A = 15 215 × 15 160:1∗

linear addressing
Proposed P = 15 26 × 13 213 × 14 94.3:1 −90.3 6 × 7 multiplier, two adders

architecture with A = 15 25 × 12 215 × 15 404:1∗

nonlinear addressing
∗Represents the compression ratio measured with reference to the uncompressed memory instead of the
otherwise used reference of quarter-sine-wave symmetry memory. The sine-wave symmetry memory = a
quarter of uncompressed memory.

The inherent property of our architecture is that the
compression ratio greatly increases for increasing size of
the phase accumulator. Compared to prior art techniques,
the proposed architecture can have a better compression
ratio for a larger size of phase accumulator and better out-
put amplitude resolution so that the SFDR is not limited
by the DAC quantization noise.

For P = 15 bits, the complexity of the proposed ar-
chitecture is around 8300 gates. The comparison of our
architecture to that of Nicholas et al. [6], [7] for P = 15
bits is given in Table I, showing much better compression
ratio with the same spurious performance.

V. Implementation and Measurements

We have coded the linear, nonlinear, and traditional
DDS architectures using Verilog RTL and then imple-
mented them using a Xilinx Spartan II FPGA. Due to
the PCB board noise at about −30 dBc, we can use only
an 8-bit DAC for our implementation. We therefore mod-
ified our architecture to have a 15-bit accumulator that
is truncated to 9 phase bits and a compressed ROM that
generates an 8-bit sinusoidal waveform. Choosing 9 ROM
phase bits will help fully utilize the number of DAC bits
and meanwhile can still demonstrate the ROM compres-
sion algorithm. The 8-bit DAC has an effective number
of 5–6 bits that results in about 30 dBc measured SFDR.
The clock frequency applied is 25 MHz. For FCW = 1,

the characteristic equation for DDS gives the output fre-
quency as

fclk = 25 MHz

fout =
25 M

215 × (1) = 762 .93 Hz.
(12)

For the nonlinear architecture measurement plot, as shown
in Fig. 11, the ROM sizes are given by ROM1 (23 × 8),
ROM2 (22×7); 4 bits of the phase word are used to address
ROM1 and 3 bits are used to address ROM 2, which has
widths of 8 and 7 bits, respectively. The compression ratio
achieved in this case is 11.13:1 when compared with the
traditional architecture.

Fig. 11 shows the output spectrum of the DDS with
nonlinear architecture with FCW = 1, phase accumula-
tor = 15 bits, DAC resolution = 8 bits, and clock fre-
quency = 25 MHz. The phase truncation from 15 bits to
9 bits contributes harmonic spurs in the output spectrum.
This is because the truncation error is periodic [4], [8],
[16]. The power of the unwanted harmonics in the output
can be significantly reduced by eliminating the periodic-
ity of truncation error by introducing techniques such as
sigma delta modulation. For an N -bit accumulator output
truncated into P-bit phase, the phase truncation spurs are
mixed with the DDS output frequency, generating spurs
at offset frequencies of [6]

fspur = Fn ·
GCD

(
FCW, 2N−P

)
2N−P

· fclk, (13)
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Fig. 11. Spectrum of DDS with nonlinear architecture for FCW =
1; phase accumulator = 15 bits, DAC resolution = 8 bits, clock
freq. = 25 MHz.

where Fn is an integer to sequentially number the spurs
and GCD(a, b) denotes the greatest-common-divisor of a
and b.

VI. Conclusion

A novel architecture that exploits the slope of the sine
function for compression of storage requirement has been
proposed. The architecture has been compared with the
prior art architectures in simulations and measurements.
The simulated and measured results demonstrated that
the same spurious performance can be achieved with a
much better compression ratio compared to existing DDS
architectures.
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