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Abstract Stringent performance requirements magnify the
performance degradation impact of Design-for-Testability
(DfT) techniques. As more aggressive performance
optimizations are being employed, resulting in high-
performance designs with reduced logic depth, the impact
of scan multiplexers is becoming even more magnified. In
this work, we propose a pair of scan cell transformation
techniques that transfers the scan multiplexer delay from
the input of the flip-flop to its output, enabling the removal
of the scan multiplexer delay off the critical paths. The first
technique is an ad-hoc technique, while the second one
is the retiming technique applied on the scan logic. The
proposed transformation techniques retain the test devel-
opment (test data, quality, etc.) and application (test time,
power dissipation, etc.) intact, fully complying with the
conventional design and test flow. Experimental results jus-
tify the efficacy of the proposed techniques in eliminating
the performance penalty of scan in a cost-effective way and
thus enhancing the functional speed of integrated circuits.
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1 Introduction

Stringent performance requirements magnify the perfor-
mance degradation impact of Design-for-Testability (DfT)
techniques. Controllability and observability of each flip-
flop have been ensured via the insertion of a scan multi-
plexer yet at the expense of functional path prolongation.
Consider Fig. 1a that pictures the critical path of a sequen-
tial circuit. The dotted line arrow represents the longest
combinational path of the circuit whose delay determines
the clock period of the circuit and, hence, the performance.
Figure 1b shows the same path after scan implementation.
The multiplexers, controlled by a common scan enable (EN)
signal, select either the normal mode data signal or the scan-
in (S IN) signal into the flip-flops [5]. Scan also adds an
additional fan-out, shown as scan-out (S OUT), at the out-
put of each flip-flop. Thus, the critical path slows down by
the delays caused by one multiplexer and a fan-out (i.e., by
�MUX + �FO).

While such a transformation on every flip-flop eliminates
the sequentiality of the test generation problem, critical
path prolongation and thus functional speed degradation
is the end-result, undermining the expected fulfillment of
the stringent performance requirements. As more aggressive
performance optimizations are being employed, resulting
in high-performance designs with reduced logic depth, the
impact of scan multiplexers and fan-out is thus becoming
even more magnified.

Traditionally, partial scan has been the approach for
eliminating/alleviating the performance penalty of scan.
An extensive amount of research has been conducted in
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Fig. 1 Slowing of the critical path in conventional scan. S IN: scan-in
from the previous flip-flop, S OUT: scan-out to the next flip-flop, EN:
scan enable = 0 for normal mode and = 1 for scan mode. All flip-flops
have a common clock

partial scan design, targeting the removal of scan multiplex-
ers on a set of selected flip-flops. The consequent benefit
is potential alleviation of the performance penalty of scan,
in addition to other benefits such as test time, data volume
and power reduction. The previously proposed techniques
in partial scan can be classified mainly into three categories:
structure-based techniques that typically involves breaking
the cycles and/or reducing scan depth [3, 6, 8–11, 13, 22,
23, 31, 36], testability-based techniques that select scan flip-
flops based on testability improvements [1, 4, 10, 11, 19,
21, 29, 32, 37–40], and test generation-based techniques
which intertwine test generation and scan flip-flop selec-
tion [2, 16, 26, 27, 30, 33]. Other partial scan techniques
include those driven by the layout constraints [10], tim-
ing constraints [17], re-timing [7, 18], and toggling rate of
flip-flops and entropy measures [20]. These techniques typi-
cally necessitate the use of sequential automatic test pattern
generation (ATPG), or combinational ATPG with time
frame expansion, which cannot guarantee either high fault
coverage or reasonable ATPG time for a partial scan cir-
cuit. Therefore, the existing design/test flow in industry
today assumes full scan.

In this paper, we first propose an ad-hoc transformation
technique of transferring the scan multiplexer delay from
the input of a flip-flop to its output, in order to remove

multiplexers from the critical or near critical paths. For the
transformed flip-flop, we insert an additional shadow flip-
flop in such a way that any type of test can still be applied
with the cost-quality metrics fully preserved. Next, we pro-
pose a retiming solution to completely eliminate the timing
penalty of scan by removing both the scan multiplexer and
fan-out from critical paths. Retiming is a graph theoretic
technique [24, 25] with applications to digital design opti-
mization. To the best of our knowledge, these are the only
techniques that alleviate/eliminate the performance penalty
of scan while fully preserving cost-quality metrics. In other
words, by only inserting a few additional flip-flops, penalty
of scan can be eliminated while retaining test patterns and
test application process intact. This way, the functional per-
formance of integrated circuits can be further improved.
As a result, the proposed techniques eliminate the need for
trade-off solutions exploring partial scan. To summarize, the
proposed techniques:

• Can eliminate the performance penalty of scan.
• Retain the test development process (test data, test

application time, quality, pattern count) intact.
• Retain the test application (static, at-speed tests) intact.
• Require the transformation of a very few flip-flops

at a very low area cost (less than 0.1 % for larger
circuits).

• Are orthogonal to and can be utilized in conjunction
with any other DfT approach (test compression, test
power reduction, etc.).

The remainder of the paper is organized as follows. In
Sections 2 and 3, we present the proposed scan cell transfor-
mation techniques that eliminate the performance penalty
of scan. Sections 4 and 5 elaborate on the flow of applica-
tion and the retainment of test quality, respectively, when the
proposed transformations are utilized. Sections 6 and 7 pre-
sent the experimental results and conclusions, respectively.

2 Proposed Ad-Hoc Technique for Scan
Cell Transformation

In this section, we present the first proposed transformation
technique that transfers the scan multiplexer delay from the

Fig. 2 Proposed ad-hoc scan
cell transformation: Best case
saving is �MUX − �FO



J Electron Test (2013) 29:103–114 105

Fig. 3 Timing and generation
of the Sel shadow signal in the
ad-hoc transformation scheme

input of the flip-flop to its output, which, with the support
of a shadow flip-flop, restores the controllability and observ-
ability loss, fully retaining the test capabilities of conven-
tional scan.

Figure 2 illustrates the application of this technique on a
flip-flop (referred to as the original flip-flop), transferring
the multiplexer delay from the input of the flip-flop to its
output. Because of the delay due to the tap-off in front of the
original flip-flop, replacing a multiplexer with the tap-off
point removes the multiplexer delay but introduces a fan-
out delay (i.e., reduction by �MUX − �FO in the best case).
Such a transformation necessitates the insertion of a test-
only shadow flip-flop and a multiplexer that is driven by a
Sel shadow signal.

The transformed scan cell operates as follows. The orig-
inal flip-flop always captures the functional input fed by
the combinational logic. The shadow flip-flop, which is
used only during the test mode,1 latches the output of the
preceding scan cell when the scan enable signal Scan en is
high; during the shift mode, the shadow flip-flop is con-
nected to the preceding scan cell. The shadow flip-flop
latches output of the combinational logic when Scan en is
low; during capture, both the original and the shadow flip-
flops of a transformed scan cell capture the same response
bit of the combinational logic.

The succeeding scan cell and the combinational logic are
both driven by the transferred multiplexer, which selects
between the original and the shadow flip-flops based on
the Sel shadow signal. In the test mode, this signal is
always high except for the very first shift cycle following

1The two signals Test and Scan en are typically available from the
input pins or are generated by the test access port (TAP) controller.
During the test mode, the Test signal is always high, while it is low dur-
ing the normal mode; the Scan en signal is high during the shift mode,
and low during the capture mode.

the capture window. As a result, only during the first shift
cycle subsequent to the capture window, the original flip-
flop drives the scan-out signal; in this first shift cycle, the
succeeding scan cell receives its input from the original
flip-flop. During all the other shift cycles and capture win-
dow, the shadow flip-flop drives the combinational logic
(during capture) and the succeeding scan cell in the scan
chain (during all shift cycles but the first one). Also, the
Sel shadow signal is low during the normal mode, to ensure
that the functional operations are carried out by selecting the
original flip-flop.

The Sel shadow signal can be easily generated out of the
conventional test signals as shown in Fig. 3. In this simple
circuitry, the test signal is used to ensure that the original
flip-flop is selected (Sel shadow = 0) during the normal
mode. In the test mode, an active clock sets the Sel shadow

signal. When the clock signal is inactive, a rising edge on
the Scan en signal (indicating the beginning of shift cycles)
resets Sel shadow to 0. The first clock pulse during shift
operations sets this signal back to 1, which is preserved until
the end of the next capture window. Delayed version of the
clock is utilized in order to ensure that the signal remains
low until after the first shift operation has been completed;
the magnitude of this delay should be adjusted to overcome
the clock skew. It should be noted that the Sel shadow signal
is not timing-sensitive; this signal transitions either when
design switches from capture mode to shift mode (where
dead-time is typically inserted) or between the first and
second shift cycles (where the shift operations are typically
conducted at a low speed). Therefore, this signal can be eas-
ily routed to the few transformed scan cells; if the routing
of this signal is a concern for any reason, it can be locally
generated out of the Scan en signal by utilizing the simple
circuitry in Fig. 3.

The shift and capture mode operations are illustrated on
a scan chain example with two transformed scan cells in
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Fig. 4 Scan chain operations with two scan cells transformed (the third and the fifth from the left)

Fig. 4; as two scan cells (third and fifth from the left) are
transformed in this example, the two shadow flip-flops are
inserted through which scan operations are carried out. The
topmost part of the figure illustrates the capture mode oper-
ation, wherein both the original and the shadow flip-flops
capture the output of the combinational logic, while the
shadow flip-flop drives the combinational logic. The middle
part of the figure illustrates the first shift cycle subsequent to
the capture window, wherein shadow flip-flop is connected
to the preceding scan cell and the original flip-flop drives
the succeeding scan cell. The bottommost part of the fig-
ure illustrates all the subsequent shift cycles, wherein the
scan chain logically goes through the shadow flip-flops. The
only remaining combination, which is Scan en = 0 and
Sel shadow = 0, corresponds to the functional mode oper-
ation wherein the original flip-flop is logically connected to
the combinational logic.

3 Proposed Scan Retiming Technique for Scan
Cell Transformation

Retiming transformation of a circuit moves all of the mem-
ory elements at the input of a combinational block to all
of its outputs, or vice-versa. Provably, this procedure leaves
the function of a synchronous circuit unchanged [24, 25].
Since its first publication in 1983, numerous applications
in digital design automation have been found. They include

Fig. 5 Retiming moves flip-flops across combinational logic
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Fig. 6 Removing multiplexer penalty through retiming of critical path
in Fig. 1b by moving the flip-flop at critical path destination backward
across the multiplexer. All flip-flops have a common clock: Best case
saving is �MUX

minimization of state variables, reducing logic, reducing
power consumption, improving testability and timing opti-
mization [12, 28]. Figure 5 provides a simple illustration of
the retiming transformation.

The two time penalties on the critical path, namely,
multiplexer delay and fan-out delay, can be indepen-
dently removed when retiming technique is applied on
scan logic.

3.1 Eliminating Multiplexer Penalty

Figure 6 shows a retiming transformation of the circuit of
Fig. 1b in which the flip-flop at the critical path destination
has been moved across the multiplexer (i.e., delay reduc-
tion by �MUX). Because the multiplexer has three inputs,
the flip-flop is triplicated. The first, shown as “original
FF”, directly receives the critical path data. The second,
shadow FF, receives and forwards S IN. The third flip-flop
simply delays the EN signal by one clock cycle. Accord-
ing to the retiming rules [24, 25], all three flip-flops have
the same clock as before. In general, a circuit may have
several critical paths ending on separate flip-flops, all of
which will be transformed as shown in Fig. 6. However,

Fig. 7 Generation of a common EN del signal for controlling the mul-
tiplexer at the outputs of original and shadow FFs in Fig. 6 for retimed
multiple critical paths. All flip-flops have a common clock

Fig. 8 Removing fan-out penalty through further retiming of critical
path in Fig. 1b by moving the flip-flop at the origin of the critical path
forward across the fan-out. All flip-flops have a common clock: Best
case saving is �MUX + �FO

the third flip-flops of all critical path destinations can be
combined into just one flip-flop to generate an EN del sig-
nal to control all “pushed out” multiplexers. This is shown
in Fig. 7.

As can be observed from the scan retimed designs,
the test operations highly resemble those in the ad-hoc
approach. During the first shift cycle subsequent to the cap-
ture cycle, the delayed scan enable signal selects the original
flip-flop, which drives the next scan cell; for the remain-
ing shift cycles, the shadow flip-flop feeds the next scan
cell. The only difference is that during the capture window
(scan enable is low), the ad-hoc scheme selects the shadow
flip-flop throughout whereas the retiming scheme selects
the shadow flip-flop only during the first active clock edge,
upon which the original flip-flop is selected for the rest
of the capture window. As will be covered later, this cre-
ates a difference between the two transformation schemes in
launch-off-capture based at-speed testing.

3.2 Eliminating Fan-Out Penalty

The fan-out added to the source flip-flop of a critical path
inserts some extra delay that may often be acceptable. If
that is not the case then the source flip-flop can be moved
forward across the fan-out as shown in Fig. 8. These flip-
flops, named “original FF” and “shadow FF” receive same
data and clock. The original FF feeds data directly to the
critical path and shadow FF serves the scan path. Notice that
the critical path in Fig. 8 and the original non-scan circuit
of Fig. 1a have exactly the same combinational delay (i.e.,
reduction by �MUX+�FO, which is the entire scan penalty).

4 Application Flow

In general, there can be several critical paths in a circuit.
To alleviate/eliminate the timing penalty of scan, one of the
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two proposed techniques may have to be applied repeatedly
on each critical path; both of the proposed techniques target
the flip-flops that are at the destination of the critical paths
in order to remove the scan multiplexer delay, and the pro-
posed retiming technique targets the flip-flops that are at the
origin of the critical paths in order to remove the scan fan-
out delay. The transformation is applied on such a flip-flop,
effectively transferring the multiplexer/fan-out delay from
the input of the flip-flop to its output, and thus off that criti-
cal path. Such a transformation shortens the targeted critical
path, while making the other paths that stem from or end at
the transformed flip-flop longer; in the worst case, the criti-
cal path both originates and terminates at the same flip-flop,
rendering the proposed techniques ineffective. Thus, upon
every transformation, the new critical paths should be iden-
tified, and the transformations should be applied on other
flip-flops where the new critical paths originate/terminate.
The procedure is terminated when no further performance
improvement can be achieved. Although the application
flow is outlined here to remove the multiplexer delay, the
scan fan-out delay can be removed by applying a similar
flow.

Figure 9 illustrates an iterative application flow for the
proposed techniques. In every iteration, a static timing anal-
ysis tool identifies the new critical path in the design. The
effectiveness of the proposed techniques depends on the
accuracy of the timing analysis tool. Because these tools
tend to be pessimistic, any inaccuracy may result in under-
achieved performance improvement or unnecessary area
cost. Unless the critical path originates and terminates at
the same flip-flop, or the destination scan cell has already
been transformed in an earlier iteration, in which case the
technique terminates, the scan cell at the destination of the
critical path is transformed by applying the changes in Fig. 2
or in Fig. 7. It is of course possible that the transformation
can render a near-critical path (stemming from the destina-
tion scan cell) longer than the current critical path; in this
case, this last transformation is undone, and the technique
terminates.

While the iterative flow is accurate timing-wise, repeti-
tive application of the timing analysis tool may be computa-
tionally costly. An alternative flow, which we refer to as the
cumulative flow, is provided in Fig. 10. In this alternative
flow, the timing analysis is executed once to identify all the
near-critical paths that should be included in the analysis; as
paths can be shortened or prolonged by a multiplexer delay,
the paths under analysis are those within two multiplexer
delays from the longest path. Subsequently, the proposed
technique is dynamically applied to shorten the paths, one
at a time, starting from the longest path; every time a scan
cell is transformed, the length of all paths affected by this
transformation are updated and the list is sorted again. The
termination condition is the same as in the iterative flow,

Fig. 9 Iterative application flow

except that the critical path improvement of one complete
multiplexer delay also terminates the proposed technique,
successfully in this case as this is the best case scenario.

Application of the cumulative flow on an example is
illustrated in Fig. 11. The top-left part of the figure provides
the output of the timing analysis tool that lists all six near-
critical paths that can potentially become the final critical
path upon transformations. For each path, the source and
destination scan cells are provided in addition to the differ-
ence of the near-critical path length from the critical path
length in parenthesis; this length difference is given as a
multiple of one multiplexer delay. At a first glance, it can be
seen that the best possible gain in this example is 0.8 multi-
plexer delay, as the proposed technique cannot improve the
path that originates and terminates at s8.

In the first iteration, s9 is successfully transformed, as the
longest path stemming from s9 (s9 to s7) remains below the
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Fig. 10 Cumulative application flow

critical path despite the prolongation by a multiplexer delay.
This transformation is reflected to the list of paths by updat-
ing the length of the three paths affected, two shortened and
one prolonged. In the second iteration, s10 is transformed,
changing the length of only the currently longest path in
the list. In the third iteration, the proposed technique trans-
forms s7, affecting the length of two paths in the list; this
transformation increases the length of s7 to s9 path yet to a
value under the length of the longest path. The fourth iter-
ation is when the proposed technique terminates, as s9 was

Fig. 11 Example application of cumulative flow

already transformed in the first iteration. The critical path of
the design is thus improved by 0.7 multiplexer delay.

The timing accuracy of the iterative flow and the compu-
tational efficiency of the cumulative flow can be combined
in a hybrid flow for the application of the proposed trans-
formation techniques, wherein the timing analysis tool can
be executed only once upon every n cumulative transfor-
mations. This way, the timing information is refreshed with
every n transformations, rather than performing all transfor-
mations based on a single timing analysis run. The value of
n can be chosen properly depending on the desired levels of
timing accuracy and computational efficiency.

The proposed techniques can be incorporated in a design
flow as part of the timing closure. According to the proven
properties of retiming [24, 25] any netlist changes preserve
the function. Still, if made late in the design cycle such
changes may require some form of verification with impact
on the cost. The payoff in terms of improved timing yield
or performance, especially of timing critical systems, can be
significant.

5 Test Quality Considerations

In this section, we elaborate on test capabilities in the
presence of transformed scan cells. As noted earlier, the
discussion herein applies to both of the two proposed trans-
formation schemes; the only difference between the two
schemes is the launch-off-capture testing, which is elabo-
rated as well.

In conventional scan-based testing, a scan chain test [5]
is applied by running a few patterns through the scan chain
with no capture operation in between. In the proposed
schemes, all these patterns are shifted through scan chain
that traverses the untransformed scan cells and the shadow
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flip-flops2 of transformed scan cells as illustrated in bottom-
most part of Fig. 4. This way, all the faults on the scan path
are covered as in the conventional scan chain testing. As the
scan path does not traverse the transformed (original) flip-
flops, the faults on their input and output are not covered
during scan chain testing, however, which will be discussed
later in this section.

Scan load/unload operations are performed slightly dif-
ferently (yet transparently through the use of on-chip gen-
erated Sel shadow or EN del signal) compared to conven-
tional scan-based testing, with the only difference being the
first shift cycle subsequent to capture window, as illustrated
in Fig. 4, wherein the succeeding scan cell in the chain
receives the value captured in the original flip-flop. Upon
the completion of all the shift operations, the chain is com-
pletely loaded with the new stimulus (through the untrans-
formed scan cells and the shadow flip-flops of transformed
scan cells) while the content of all original flip-flops will
have been unloaded and observed in an identical manner as
in conventional testing.

In static (stuck-at fault) testing, the stimulus loaded into
the untransformed scan cells and the shadow flip-flops of
transformed scan cells are applied to the circuit under test,
while all the original flip-flops capture. The faults at the
input of the original flip-flop, which remained undetected
upon scan chain testing, manifest in the original flip-flop
upon capture, and are detected by the end of the shift cycles,
as the content of the original flip-flop is shifted into the suc-
ceeding scan cell in the first shift cycle. Also, as the same
patterns are loaded and applied, and the same responses
are unloaded and observed, the same set of faults in the
combinational logic is covered as in conventional testing.

In launch-off-shift (LOS) testing, transitions are
launched from untransformed scan cells and the shadow
flip-flops. The Scan en signal switches from high to low
at-speed, and these transitions propagate into the original
flip-flops, which are shifted out and observed, covering the
same set of transition faults in the combinational logic as
in conventional testing. Thus, the proposed transformations
retain the test quality intact.

In launch-off-capture (LOC) testing, upon the loading of
the stimulus pattern into the untransformed scan cells and
the shadow flip-flops of transformed scan cells, transitions
are launched right at the first one of the two active clock
edges; as far as the transformed scan cells are concerned,
the transitions are launched from the shadow flip-flops in
the ad-hoc approach, and from the original flip-flops in the
retiming approach. The second capture operation ensures
that all the original flip-flops capture the transitions (in

2A single dummy clock pulse may be required prior to all the clock
pulses in order to set the Sel shadow (or EN del) signal to 1; both
Scan en and Sel shadow (or EN del) signals are high throughout scan
chain testing.

the fault-free case). Both schemes detect the same set of
transition faults in the combinational logic with respect to
conventional testing.

In the retiming scheme, during launch-off-capture test-
ing both the launching of transitions (from the original
flip-flops) and the switching of the EN del signal are sup-
posed to happen simultaneously at the first active clock edge
within the capture window. As the multiplexer that allows
the launched transitions to go through is controlled by the
EN del signal, any delay in this signal would result in the
late launch of transitions, eating up from the slack of the
outgoing paths of the transformed scan cell. If the slack is
not sufficient, the timing/routing of the EN del signal should
be handled carefully to avoid any possible yield loss. The
ad-hoc approach is not subject to this problem.

The only faults covered differently compared to con-
ventional testing are those at the output of the original
flip-flops, which remained undetected after the scan chain
test. In a conventional scan chains, the scan chain test covers
these faults, while due to proposed transformations, they are
detected indirectly. A fault on the output of the original flip-
flop, if activated, will be captured in the succeeding scan cell
upon the first shift cycle, and will be shifted out and detected
in the observed responses. Its activation is guaranteed as
throughout the course of testing, every original flip-flop will
have captured either binary value at some point, activating
either stuck-at fault on the output of the original flip-flop.
Therefore, these faults can be assumed to be covered, neces-
sitating no additional test generation effort expended for
them. It should be noted that in conventional testing, there
are other faults that are detected indirectly, similar to the
output faults of the original flip-flops: stuck-at-1 faults on
the Scan en wire attached to a scan cell. Whenever a scan
cell with such a fault captures a value (from combinational
logic) that differs from the value shifted into its preced-
ing scan cell, this fault is indirectly detected. None of these
faults needs to be considered in test generation, as their
indirect detection is guaranteed.

In the proposed ad-hoc scheme, slight test generation and
design effort may have to be expended into the detection
of the transition faults on the output of the original flip-
flops, however. With the design support capable of feeding
a clock pulse to only the original flip-flop of the trans-
formed scan cells upon the completion of shift cycles,3 a
single pulse may justify the original flip-flop to the desired
value prior to the double capture that would launch the
transition from the original flip-flops and capture them

3The pattern to be loaded into the untransformed scan cells and shadow
flip-flops is the two patterns merged together: the pattern for stuck-at-
v fault on the original flip-flop input and the pattern for the transition
fault (from v′ to v) at the output of the original flip-flop. This way, the
pre-capture pulse justifies the original flip-flop to v′ prior to double
capture.
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in all flip-flops. Of course, these special patterns require
Shadow sel to be low during capture mode to enable tran-
sition launch from the original flip-flop. In the retiming
scheme, these faults are detected without requiring any
special handling.

As both the test data/quality and the number of
shift cycles remain intact upon the proposed transforma-
tions, the performance enhancement benefits are reaped
transparently.

6 Experimental Results

We have implemented and applied the proposed transforma-
tion techniques on various ISCAS89 and ITC99 benchmark
circuits to gauge the performance savings that can be deliv-
ered. The fault coverage and test pattern count are identical
before and after the proposed transformations.

In order to verify our claim that the test quality is pre-
served upon the transformations, we have conducted the
following experiment. We first generated the launch-off-
capture (LOC) test patterns to detect the transitions faults
in the original circuit. For this, we have utilized the stuck-
at ATPG tool ATALANTA; in order to launch a transition
and propagate it to an observable point, we utilized ATA-
LANTA to generate three stuck-at fault test cubes under the
launch-off-capture constraints, which we merged into one
transition fault cube. Once we generated the entire test set
for all the transition faults assuming an implicit conven-
tional scan structure, we simulated this test set on the circuit
with our transformations. This was a sequential fault sim-
ulation after the scan chain was loaded with stimulus, in
order to account for the modified scan cell structures on the
transformed scan cells.

The same experiment was then repeated for the launch-
off-shift testing (LOS) of transition faults. As reported in
Table 1, the same set of faults were detected before and after

Table 1 Transition fault coverage (same coverage before and after
transformation)

Circuit Fault coverage (%)

LOC LOS

s9234 84.01 86.40

s13207 80.05 94.29

s15850 71.06 92.26

s35932 85.98 89.78

s38417 98.04 96.96

s38584 90.00 91.96

b17 86.55 96.30

the proposed transformations, implying that patterns gener-
ated on the original netlist can be reused on the transformed
netlist.

Results for the proposed transformations of several cir-
cuits are shown in Table 2. The performance penalty was
eliminated by the proposed scan retiming technique for all
circuits except s35932. This circuit has a critical path that
originates and terminates at the same flip-flop. Last three
circuits, Mickey-128, Trivim and Grain, are high speed cir-
cuits that implement ecrypt stream cipher algorithms [14].

The number of transformations listed in the third column
of Table 2 is related to the number of critical paths in the cir-
cuit all of which were fixed by the scan retiming technique;
in the given format, “+” is used to separate the number of
transformations required to remove the multiplexer delay,
which is reported first, and the number of transformations
required to eliminate the fan-out delay, which is reported
second. The iterative flow is used for removing the mul-
tiplexer penalty alone and then repeated for the fan-out
penalty.

The fourth column in Table 2 gives CPU times for trans-
forming circuits on a Redhat Enterprise Linux 5 system
running on Intel Xenon CPU E5520, 2.27GHz, 8 cores, with
15.54GB real, 17.62GB virtual and 587.21GB local disk
memories. The CPU time depends on the circuit size and
the number of critical paths but does not seem to increase
excessively. It is roughly the same for both techniques.

Fifth, seventh and eighth columns of Table 2 show the
percent area overhead for the proposed ad-hoc technique
(for replacing the multiplexer by a fan-out), and the two
versions of the proposed scan retiming techniques: one tar-
geting only the scan multiplexers and one targeting both the
multiplexers and the fan-outs. The overhead numbers are
proportional to the number of critical paths but reduces as
the circuit becomes larger. The overheads for the ad-hoc
technique are higher because an additional multiplexer per
critical path was required.

Next, we examine the multiplexer delay savings in
columns 6 (ad-hoc method) and 9 (retiming method).
Retiming allows a complete elimination of the multiplexer
delay while the ad-hoc method removes the multiplexer but
adds a fan-out in its place contributing to some delay.

For the calculation of path delays, a single-input gate or
an inverter is assumed to have one unit of delay. The delay
of a gate with fanin nin and fan-out nout is computed as,

Gate delay = 2 × �log2 nin� + nout − 1 units

where nin ≥ 2. Thus, a two-input gate with a single fan-out
will have a delay of 2 units. The above formula estimates the
delay by assuming that a gate with larger number of inputs
is split into a balanced tree of two-input gates. Each fan-out
beyond one contributes one extra delay unit.
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Table 2 Scan timing penalty reduction by proposed transformations

Circuit No. of No. of CPU Ad-hoc Scan retiming

name FFs transfor- (s) Area Critical Area overhead (%) Critical path delay reduction (%)

mations overhead path delay Multiplexer Multiplexer Multiplexer Multiplexer

(%) reduction (%) only and fan-out only and fan-out

s713 19 7+2 < 1 11.0 1.9 7.8 10.4 2.5 3.1

s953 29 6+3 < 1 5.3 4.7 3.7 6.5 6.3 7.8

s1423 74 3+2 < 1 1.4 1.3 1.0 2.0 1.7 2.1

s5378 179 3+1 < 1 0.7 4.0 0.5 0.7 5.3 6.7

s9234 228 4+2 < 1 0.4 2.2 0.3 0.5 2.9 3.6

s13207 700 3+1 2 0.2 1.6 0.2 0.2 2.1 2.6

s15850 611 3+1 34 0.2 1.2 0.2 0.2 1.6 2.0

s35932 1763 0+0 7 0.0 0.0 0.0 0.0 0.0 0.0

s38417 1664 2+1 12 0.1 1.9 < 0.1 0.1 2.6 3.2

s38584 1464 2+1 11 0.1 1.3 < 0.1 0.1 1.7 2.1

b17 1415 16+7 44 0.2 0.5 0.1 0.2 0.7 0.9

b20 490 10+2 26 0.4 0.7 0.3 0.3 0.9 1.1

b21 490 11+3 25 0.4 0.7 0.3 0.4 0.9 1.1

b22 703 11+3 41 0.3 0.6 0.2 0.3 0.7 0.9

Mickey-128 334 2+1 5 0.7 4.5 0.5 0.6 5.5 7.0

Trivim 321 2+1 4 0.7 3.7 0.5 0.6 4.5 5.7

Grain 193 2+1 3 1.1 3.7 0.7 1.0 4.5 5.7

Range 19–1763 0+0–6+7 0–44 0.0–11.0 0.0–4.7 0.0–7.8 0.0–10.4 0.0–6.3 0.0–7.8

Column 10 of Table 2 provides the delay reduction of
the proposed retiming technique after removing both multi-
plexer and fan-out penalties. With the exception of s35932,
the delay penalty of scan was completely eliminated for
all circuits and Column 10 merely shows the total penalty
of the conventional scan that is generally quoted as 5 to
10 % [5]. For the high speed designs (the encrypt stream
cipher designs in the last three rows), the proposed tech-
niques attain higher savings. In general, high speed designs
with performance as the principal design criteria have a
smaller logic depth, and thus, incur larger scan penalties.
The proposed techniques are more effective on high speed
designs.

7 Conclusion

In this work, we propose scan cell transformation techniques
in order to eliminate the performance penalty of scan. The
first technique, referred to as the ad-hoc technique, trans-
fers the multiplexer delay from the input of the flip-flop
to its output, shortening the critical path. This technique
restores controllability and observability by inserting a very

few shadow flip-flops through which scan operations are
conducted. The second technique applies retiming to the
scan logic to eliminate the scan timing penalty completely.
It can be applied to remove both the scan multiplexer and the
scan fan-out from the critical path(s). The latter technique
can deliver higher savings in performance at lower costs,
while potentially incurring slightly higher timing closure
efforts for the EN del signal.

Both techniques retain the test patterns and test applica-
tion process intact; the new design will perform all types of
scan tests, DC as well as delay (including launch off shift
and launch off capture), without any change; slight ATPG
effort may be required for a very small number of faults in
the ad-hoc scheme. There is a hardware overhead penalty
that may increase with the number of critical paths. How-
ever, for several example circuits considered in this paper,
the overhead remains small. In general, one has to choose
between the hardware and delay penalties based on the
application of the circuit.

An often stated motivation for partial scan, in which
only a subset of flip-flops is scanned, is to avoid the
delay penalty in timing-critical circuits [5]. Partial scan may
reduce area and delay overheads but it results in higher test
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generation complexity and reduced fault coverage. The
technique of this paper eliminates the need for such a trade-
off. Retiming can reduce the number of flip-flops in a circuit
thereby reducing the hardware overhead and test time of
full [15] or partial [7, 18] scan test. Those techniques glob-
ally retime the entire circuit. The retiming application of
this paper is local and can be incorporated after any other
optimizations have been done.
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