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Abstract 

W e  extend the path status graph (PSG) method of 
delay faul t  simulation to sequential circuits. By devis- 
ing a layered PSG and restricting the number of time- 
frames over which a fault mus t  be detected, we preserve 
the non-enumerative nature of the simulation algorithm. 
T h e  program is  capable of simulating a wide variety of 
circuits (synchronous, asynchronous, multiple-clock and 
tri-state logic.) Both  rated and variable clock modes, 
as well as robust, non-robust or funct ional  sensitization 
detection options, are available. The  simulation can be 
stopped and restarted through a checkpointing facility. 
The  program can target any given list of paths. This 
path list can also be generated b y  the program based o n  
user-selectable criteria (all paths, longest paths, paths 
between certain 1/0 pairs, etc.) User reports include a 
histogram of path coverage versus path length. Detected 
and undetected path data remain implicit in the PSG and 
can be retrieved through post-processing commands. Due  
to i ts  non-enumerative nature, the program can process 
mos t  production level digital logic circuits. 

the path-delay fault, assumes that delays of a chain of 
gates (a path) cumulatively causes a failure. The gate- 
delay fault model is often regarded as unrealistic since it 
assumes a large delay for a single faulty gate. The path- 
delay fault model, on the other hand, has the short- 
coming that the number of paths in a circuit can be 
exponential in the number of logic gates [l]. 

Recent work has shown the possibility of non- 
enumerative simulation techniques for path delay 
faults [2]. Although exact simulation for combinational 
circuits has been demonstrated, such methods have no 
straightforward extensions to sequential circuits. In this 
paper, we extend the path status graph (PSG) technique 
for non-enumeratively simulating path delay faults in se- 
quential circuits. The testability of all paths is recorded 
in a graph by tagging the path edges. Although in the 
worst case the method can be as memory intensive as 
any enumerative approach, experiments show that this 
rarely happens. This work now provides a path delay 
fault simulation capability in Bell Labs’ Gentest envi- 
ronment [3]. 

2 Background 
1 Introduction 

In order to guarantee that a VLSI circuit does not 
have fabrication defects, we often test for stuck-at faults. 
Such testing is based on the assumption that a fabrica- 
tion defect will cause a permanent logic change in the 

the delay of a signal transition can cause a wrong value 
to be latched. This fault due to delay behavior is cap- 
tured by the delay fault model. While the stuck-at fault 
model has been widely accepted by the industry, use of 
the delay fault model presents practical difficulties. 

The gate-delay fault model assumes that the delay 
of a single gate can be catastrophic (greater than the 
circuit’s clock period). Another fault model, known as 

circuit. As the operational cil-c-it frsquanoy inorcnne8, 

In 1985, Smith [4] proposed a path delay fault model. 
To simulate path delay faults in a circuit, he developed 
a six-valued algebra. Since the delay of other paths can 
affect the test for a target path, two detection modes 
are possible: an optimistic or non-robust mode and a 
pessimistic or robust mode. Suitable changes in the al- 
gebra allow these modes. The non-robust algebra works 
with the assumption that all other paths aside from the 
path-under-test have no excessive delay. The robust al- 
gebra does not make this assumption and, as a result, 
yields lower fault coverage [I]. 

Chakraborty et al. [5] analyzed path-delay faults in 
sequential circuits and developed a 13-valued algebra 
and algorithms for simulation and automatic test pat- 
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Figure 1: Path status graph node split 

tern generation. Bose e t  al. [6] extended the sequen- 
tial path delay fault simulation analysis and developed 
a faster simulator based on fault list management and 
the optimistic update rule, which for non-robust simula- 
tion would eliminate much of the redundant simulation 
of captured faults. 

To solve the problem of the large number of paths, 
Pomeranz and Reddy [7] and Heragu e t  al. [8] have 
proposed approximate non-enumerative methods based 
upon counting of tested paths. The precision of these 
methods depends on the amount of memory used. Ex- 
act results can be obtained, but would require the same 
memory as needed for path enumeration. 

Gharaybeh e t  al. [2] calculated path delay fault cover- 
age without enumerating the tested and untested paths. 
They recorded the information obtained from the delay 
fault simulation in a graph, known as the path s tatus  
graph (PSG). This method has an advantage over other 
non-enumerative methods in that it has absolute preci- 
sion and yet it requires a minimal amount of memory. 

The PSG is a graph derived from the circuit connec- 
tivity description. Only gates with fanouts greater than 
one are represented as nodes in the PSG, which con- 
tains the complete data on all paths. To preserve the 
information on detected and undetected path faults, the 
edges of the PSG contain flags. Initially, all paths are 
assumed to  be in the untested state. As simulation pro- 

simulation, the number of tested or untested paths can 
be determined by a linear-time path-counting algorithm. 

ceeds, Aags are appropriately changed. At any time in 

Actual details of all paths remain implicit in the graph, 
and can be retrieved as needed. 

Figure 1 shows how the PSG preserves accuracy by 
splitting nodes. Here, three vector-pairs (shown as time- 
frames) are simulated. In time-frame 1, one path (shown 
in bold) is tested. A second path is tested in time-frame 
2. Now, all edges connected to  the node have been in- 
cluded in tested paths. Still, the node has two more 
untested paths. Thus, before time-frame 3 is initiated, 
the node is split. In the split graph, the numbers of to- 
tal, tested and untested paths are preserved. We obtain 
the number of tested paths by counting paths only con- 
taining the tested (dotted) edges. Similarly, untested 
paths are correctly obtained as those with at least one 
untested edge (thin solid). Actual simulation also uses a 
recombination procedure to  collapse the previously-split 
nodes when possible. Only in the worst case does the 
node count in the PSG increase exponentially. In most 
practical cases, it remains reasonable [2]. 

It was recently observed that most path-delay fault 
simulators assumed that all signals are stable before the 
application of the transition [9]. This assumption is cor- 
rect for a variable clock testing methodology [5], where 
the circuit operation speed is slowed down (with the 
exception of one specific transition-causing vector ap- 
plied at-speed). When all vectors are applied at the 
rated clock, the results obtained by simulation assum- 
ing a variable-clock are overly optimistic [9, 10, 111. 

3 Extension to Sequential Circuits 

In a sequential circuit, many paths terminate at flip- 
flops that are not directly observable. Thus, the effect of 
an activated path might not appear at a primary output 
until several clock cycles after the activation. In order to 
correctly simulate this situation, the effect of activated 
paths that are not directly observable must be stored 
and treated separately. 

A path enumeration type of simulator commonly 
stores the effect of an activated path as a pseudo stuck- 
at fault effect in the destination flip-flop [6,12,13]. This 
technique requires the storage of one fault effect per path 
and its use in our context will defeat the advantage of 
the non-enumerative simulator. We, therefore, record 
the cones of all activated paths that terminate at the 
same flip-flop as a single fault effect. We also save the 
cone of paths in the PSG format for the complete fault 
description. Figure 2 illustrates the difference between 
the enumerative and non-enumerative techniques. This 
fault record (one per cone) requires a minimal amount 
of memory; the record consists of the destination flip- 
flop, the time frame during which the fault originated, 
and the true value that would be latched if the circuit 
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Figure 3: Sequential PSG construction 

were not faulty. No additional memory is required to 
store the cone of paths that gives rise to a fault because 
(as will be shown later) that information resides in the 
edge tags of a specific layer of the PSG (layer that cor- 
responds to the time frame in question). 

In order to avoid cycles in the path status graph of se- 
quential circuits, flip-flop nodes are considered as pseudo 
primary input /  output pairs. Figure 3 shows an example 
of how a sequential PSG is constructed. 

To facilitate the above fault storing technique, we 
modified the PSG data structure. Instead of record- 
ing the activated paths all in the same graph, we added 
layers to the graph. In the first (bottom) layer, all of 
the activated paths of the current time-frame are tagged 
(the ones that are directly observable and others whose 
effects might be observed in the future time frames). 
In addition, this layer also keeps a record of all paths 
that have been tested. Higher layers contain flags cor- 
responding to the previously activated and yet unob- 
served paths. Each layer is a snap-shot of the PSG of 
one time-frame. As the time-frame advances, the PSGs 
are moved one layer up (see Section 3 .2 ) .  Using this new 
data structure, identification of a stored fault is done by 
identifying the affected flip-flop and the time frame of 
fault occurrence (as opposed to enumerating all of the 
the paths that gave rise to that fault). 

The non-enumerative sequential circuit path delay 
fault simulation has two parts: simulation of combina- 

PATH 
STATUS 
GRAPH 

(T-l),(T-2), ...,(T N) 

CURRENT TIME 
FRAME 0 

CIRCUIT {m 
Figure 4: Layered sequential PSG 
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Figure 5: Path types according to destination 

tional logic blocks and stored fault list management. 
The first part consists of the event-driven simulation 

of the active portion of the circuit using the delay fault 
algebra, and the recording of the circuit activity in the 
current time frame layer of the PSG. The possible fault 
effects due to the activated paths that terminate at pri- 
m a r y  outputs (POs) are directly observed, and therefore 
considered tested. The possible faults due to the acti- 
vated paths that terminate at flip-flops cause the wrong 
value to be latched in the destination flip-flop. This is a 
pseudo stuck-at fault. Figure 5 shows these its indirectly 
observable paths. 

The second part of the simulation consists of creat- 
ing a list of flip-flops affected by faults. The fault effects 
stored in flip-flops might become observable in subse- 
quent time frames, testing the paths whose activations 
gave rise to the stored effects. In order to propagate 
those fault effects, the second step also consists of a 
pseudo stuck-at fault simulation using D’s (a’s). 

3.1 Combinational Logic Block Simulation 

The first part of the simulation is an event-driven 
true-value simulation. It is performed with the user’s 
choice of a robust, non-robust or functional sensitiza- 
tion algebra. One queue is created for each topologi- 
cal level in the circuit. Inputs and memory elements 
(flip-flops) belong to the first level. The simulation al- 
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gorithm starts at the lowest level queue, dequeues each 
gate in the queue and simulates it. The algorithm then 
moves to  the queue for the next topological level. If the 
simulated gate output changes, its fanouts are queued 
corresponding to  their topological level. Gates are only 
queued once; they are flagged when queued. If the flag 
is set, the gate is not requeued, and when it is dequeued 
the flag is reset. A high-level view of this algorithm is 
presented in Figure 6. 

We adopted a modified Smith’s algebra [4] for our 
simulator. In order to correctly simulate uninitialized 
sequential circuits, we introduced an X value for repre- 
senting uninitialized memory. Table 1 shows the simu- 
lation algebra. The two extra values, XI7 and SZ, will 
be discussed in Section 6. 

In a forward pass through the circuit, the path ac- 

tivation data obtained from the simulation is copied 
to the current time frame layer of the PSG. Each seg- 
ment in the PSG is tagged as sensitized for a rising or 
a falling transition according to  the status of the circuit 
line that the segment represents. In a backward pass, 
all paths that terminate at a primary output and have 
been tagged as sensitized, are also tagged as tested in 
the current time frame of the PSG. Using the method of 
Gharaybeh et al. [2], the PSG nodes are split according 
to this new testability information in order to  preserve 
exactness. 

All paths tagged as sensitized in the current time 
frame that terminate at flip-flops give rise to a pseudo 
stuck-at fault. One pass through the circuit flip-flops re- 
veals which of them latched faults, and using the method 
described previously, a non-enumerative pseudo stuck-at 
fault is recorded. 

3.2 Fault List Management 

The second part of the non-enumerative sequential 
circuit simulation consists of determining which of the 
captured faults became observable at POs, which got 
propagated to other memory elements (flip-flops) and 
which should be eliminated. This stage also consists 
of event-driven simulation, but in this case, the bad- 
machine behavior is simulated separately. Each stored 
fault gives rise to one bad machine behavior (and must 
be simulated individually). Using machine word paral- 
lelism, we simulate 32 bad machines at a time. 

Each active fault has a list of flip-flops at which. its 
effect is present. When a fault is simulated, the value 
opposite to that of the good machine is placed in the flip- 
flop where the fault effect was. This is done for groups 
of 32 active faults. 

Once a set of 32 faults is simulated, the effect of 
each fault is checked at all outputs and flip-flops. If the 
fault became observable at a PO, the cone of paths that 
gave rise to  the fault (obtained from the fault’s initial 
time-frame and the original path destination flip-flop) 
is tagged as tested in the present layer of the PSG and 
the fault is eliminated. If the fault only became observ- 
able at other flip-flops, the list of flip-flops on which the 
fault is present is updated with those. If the fault does 
not become observable at any output or flip-flop, it is 
eliminated. The algorithm that implements the above 
described process is shown in Figure 7. 

A pictorial view of the layered PSGs during simula- 
tion is shown in Figure 8. As the picture shows, the 
result of the simulation is recorded on upward mov- 
ing layers of the PSG. The bottom layer contains ac- 

the higher ones contain activated paths of prior time 
frames. If an active fault is detected after a few time 

tivated path information of the current time-frame and 
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Figure 8: PSG management during simulation 

frames, the cone of paths that gave rise to that fault is 
copied from a higher level to the bottom layer of the 
PSG (shown with the downward looping arrows on the 
right side of each time frame). This is because the bot- 
tom layer must maintain a record of all tested paths. 

Before the simulation of the next time-frame is initi- 
ated, the current bottom layer produces a new bottom 
layer (consisting of all previously tested paths) and the 
next level layer consisting of paths activated but not de- 
tected in the current time-frame. All other layers move 
one level higher. 

Since the number of prior time-frames stored in the 
graph is fixed, if a fault remains active for those time- 
frames without being detected, then it drops off the 
graph. If it were to become observable in a time-frame 
after being dropped, our simulator would give a lower 
than the actual fault coverage. The current implemen- 
tation limits the time-frames to 32, assuming that only 
rarely will an activated path delay fault require more 
than 32 time-frames. 

In the variable clock testing scheme, signals are ap- 
plied to the circuit allowing enough time for them to 
stabilize (with the exception of the specific vector-pair 
test, that is applied at  the rated speed) [5].  All signal 
changes, with the exception of the testing transition, 
have enough time to settle before the test is applied. For 
example, an SO signal value represents a steady (glitch 
free) low value on the line. 

In the rated clock testing scheme, signals are applied 
to the circuit at the circuit's speed of operation; the 
stability assumption made for variable clock is no longer 
valid. For example, a signal that under a variable clock 
is SO, might in fact not be so due to a very late glitch 
from prior time frames. 

Bose et al. [lo] have proposed a method for simulat- 
ing the rated clock situation by expanding the algebra 
to contain the information on prior time frames (as op- 
posed to the duplet algebra used so far, which includes 
information about only two time frames). We instead 
assign a vector of flags in which we record the stability 
of each circuit signal for the prior N time frames (N is 
user-selectable). Figure 9 shows this scheme. If the sig- 
nal has a non-steady value, the unstability flag is set for 
that signal in the present time frame. Later simulations 
of the said signal will require two steps: (1) calculate the 
variable clock signal value (optimistic), and (2) check if 
the signal's unstability flag is set in any of the prior N 
time-frames, and if so, set the signal to Xv, where 'U is 
the correct final value. 

5 Asynchronous Logic Simulation 

Asynchronous logic contains internal memory states 
that can change at arbitrary times. Structurally, the 
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Figure 11 : Asynchronous logic simulation algorithm 

5.2 Simulation Algorithm 
Figure 10: Loop breaking algorithm 

circuit consists of combinational logic with feedback. A 
common method of simulation is to  isolate feedbacks 
and simulate the resulting acyclic logic repeatedly until 
it becomes stable. The problem of path delay testing 
for asynchronous logic has not been addressed in the 
literature. 

The main concerns with asynchronous logic are the 
correct initialization of the memory states and the de- 
tection of possible oscillations. To simulate these situa- 
tions, we (1) break all of the circuit's asynchronous loops 
by inserting a loop-breaking element, and (2) modify 
the simulation algorithm to correctly simulate the loop- 
breaking elements. Delay faults are considered for all 
paths between primary inputs and primary outputs. A 
path cannot pass through a gate more than twice. Thus, 
in a path no loop is traced more than once. 

5.1 Loop Breaking Algorithm 

We break the combinational logic loops by identify- 
ing the back edges in the combinational circuit graph. 
These edges are replaced with fictitious loop-breaking 
gates (see Figure IO). 

Loop-breaking elements are treated as special wires. 
The signal on their output will mimic the signal on their 
input. Nevertheless, in order to detect oscillations, the 
loop-breaking elements are allowed to  change value only 
a prespecified number of times during the simulation of 
a single vector-pair. If in the course of simulation of 
a single stimulus, the loop-breaking gate changes value 
for a larger number of times, an oscillation is assumed 
to have occurred and the output of the loop-breaking 
gate is set to X X .  This algorithm is shown in Figure 11. 

6 Tri-State Logic Simulation 

Tri-state signals are generated by buffer-type gates, 
and resolved by bus-type gates into the standard three 
values (0, 1 and X) that all other gate types use. The 
high-impedance state, Z, can therefore only exist be- 
tween buffers and buses, thus simplifying the simulation 
truth tables. 

6.1 Extended Algebra 

It was found necessary to extend our algebra to  cor- 
rectly perform tri-state logic simulation. More specifi- 

lowing the logic of the duplet specified by Smith (path- 
activation status, final value), three more values seem 

cally, 2-values (high impedance) had to be added. Fol- 
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necessary: XZ, SZ, and PZ. Nevertheless, the PZvalue 
has no meaning since a line going to a high-impedance 
state cannot be considered to have a transition (the bus' 
final value will depend on other signals, yielding no tran- 
sition at all). As a result, only two values need to be 
added. The complete algebra is shown in Table 1. 

7 Path Selection and User Interface 

We now discuss user interaction, namely, how we re- 
port the obtained data, and how the user can steer the 
course of the simulation according to needs. 

7.1 Path Histogram Generation Algorithm 

Our program should provide the user with detailed in- 
formation on the path delay fault analysis of the circuit 
under simulation. In order to meet this need, we devised 
an algorithm that could produce (in a histogram) the 
distribution of paths according to their length. This in- 
formation is calculated for all of the circuit's topological 
paths and all tested paths. Since the histogram infor- 
mation is obtained from the PSG, and the PSG can be 
large, the algorithm is designed to be memory efficient. 

Our histogram generation algorithm has a linear com- 
plexity in the number of graph edges and requires us to 
maintain an active set of arrays. The number of these 
arrays is only a fraction of the number of graph nodes. 
The algorithm traverses the graph in a depth-first man- 
ner, creating a pseudo-histogram for each node. Each 
time a node is reached, all histograms of that node's 
fanouts are added to the node, offset by the weight of 
the edge that joins them. Once a histogram has been 
accessed as many times as the node input edge count, 
the histogram is eliminated (reducing memory consider- 
ably). Figure 12 shows a histogram obtained with this 
algorithm after the simulation of 2,549 vectors applied to 
circuit s5378. These vectors were obtained from 25,000 
randomly generated vectors using a test generation op- 
tion in the simulator, which drops vectors that do not 
activate or detect any new fault. The total PDF fault 
coverage is 21.24% and the longest paths tested are 24 
gates long. 

7.2 Path Targeting 

Even though the non-enumerative technique can ef- 
fectively obtain the path delay fault information for the 
complete circuit, it is sometimes of interest to design- 
ers to obtain the fault coverage of a selected subset of 
paths (the critical timing paths, for example) instead 
of the complete circuit delay-fault coverage. Our sim- 
ulator can accept the target path data supplied by the 
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Figure 12: Path-delay fault histogram example (~5378) 
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Table 2: Non-robust variable clock simulation results 

Circuit Name -+ 

PIS 

POS 

Gates 

FFs 

Vectors 

Total PDFs 

Tested PDFs 

All PDF Cov. (%) 

Longest PDF (gates) 

Long. Tested PDF 

Line Coverage (%) 

Time4 

Memory (MB) 

p (PSG size factor) 

~ 

s5378 adder' ~35932 ~38584 s38417 bfaOOl2af' multl bsm3 multadder2 

35 

49 

2779 

179 

2549 

27084 

5753 

21.24 

26 

24 

53.22 

lm33s 

1.4 

2.0 

66 

32 

734 

147 

3863 

53208 

4888 

9.19 

29 

24 

81.44 

2m32s 

1.0 

36 

320 

16065 

1728 

2124 

394282 

26228 

6.65 

29 

27 

67.35 

lh46m45s 

5.5 

13 

278 

19253 

1452 

3335 

2.2 x 106 

5266 

0.24 

56 

26 

19.80 

lh5m28s 

5.7 

29 

106 

22179 

1636 

2000 

2.8 x loG 

1106 

0.04 

47 

23 

2.02 

21m26s 

4.4 

61 

64 

5480 

544 

3000 

1.5 x 10' 

116494 

0.08 

52 

51 

90.48 

3h37m27s 

28.1 

64 

32 

7538 

240 

3481 

1.6 x lo8 

544931 

0.35 

50 

48 

58.35 

17h52m45s 

141.3 

34 

34 

18823 

1368 

453195 

4.0 x lo8 

164578 

0.04 

74 

58 

76.34 

67h49mls 

13.8 

3.6 2.2 1.7 1.5 49 177 4.5 

65 

33 

5134 

0 

190 

2.4 x lo1' 

1330876 

0.00 

107 

72 

99.86 

32m49s 

208.5 

337 

user. Alternatively, the user can invoke any of the auto- 
matic options in the program to select, (a) all paths, (b) 
longest paths between each combinational input-output 
pair, (c) a set containing the longest path through each 
line, (d) a given number (or percentage) of the longest 
paths in the circuit, or (e) all paths within a given range 
of lengths. 

We devised two methods for simulating a selected set 
of paths. In the first method, we simulate all paths 
non-enumeratively. Then we examine the final PSG for 
each targeted path. If a path is tagged in the PSG, it is 
considered as tested. 

The second technique consists of restricting the sim- 
ulation to the given subset of paths. The target set 
of paths is tagged onto the PSG prior to the simula- 
tion. During the simulation run, only the testability of 
these tagged edges is recorded. This approach has the 
advantage that the simulation time can be reduced con- 
siderably when a small set of paths is targeted. This is 
because the dynamic size of the PSG will remain small. 
However, the disadvantage is that the information about 
any untargeted path, if needed, will require the simula- 
tion to  be repeated. 

puter Aids for Industrial Productivity 

Computing 

Circuits obtained from Rutgers University Center for Com- 

"Circuits obtained from Stanford Univernity CGII~FX for n-li-ble 

3A circuit designed at Lucent Technologies 
4Dual-Processor Sun UltraSparc 

8 Results 

We present the results of the simulation of large cir- 
cuits in Table 2. The circuits are arranged in the in- 
creasing order of the total PDFs. For some circuits 
(bfa0012af) mult, bsm and multadder), it is the first 
time that we were able to  simulate completely because 
other enumerative techniques available to  us could not 
track those large number of activated paths (order of lo5 
to lo6). That is the reason why we are unable to  give a 
comparison with another program. Notice that an enu- 
merative simulator tracks only the combinationally ac- 
tivated paths. However, these paths cannot be dropped 
from consideration until the fault effect is propagated to 
a primary output. Unlike a combinational circuit, the 
activated paths in a sequential circuit tend to  accumu- 
late over many time-frames. 

The vectors used for the bsm circuit were scan se- 
quences. The simulator contains a special efficiency fea- 
ture that recognizes the fault detection via scan-out. 
Vectors for all other circuits were randomly generated. 
Except for ~38417, all other vector sets were compacted 
by removing some vectors that did not detect any addi- 
tional fault. 

All paths were simulated in the non-robust mode. 
The PDF coverage is low in all cases, due to the fact 
that the vectors did not specifically target delay faults. 
However, for circuits, s5378, ~35932, bfa0012af and mult, 
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the longest tested path is within two gates of the longest 
physical path. For s5378, this situation is also depicted 
in the histogram of Figure 12. 

Line Coverage in Table 2 is the percentage of lines 
that belong to at  least one tested path. Interestingly, 
for the multadder circuit, we see a 99.9% line coverage 
in spite of a very low path coverage. Questions, why 
the path coverage is low or why the longest tested path 
(72 gates) is much too short compared to the longest 
physical path (107 gates), are beyond the scope of a fault 
simulator. One would require a delay test generator or 
possibly a false path identifier program to answer these 
questions. 

Given the large number of paths, the CPU time and 
memory usage are quite reasonable. The time for the 
bsm circuit is long due to the long scan sequence that 
was simulated. We also notice that the multadder cir- 
cuit , that is combinational, has poorer simulation per- 
formance than was reported by Gharaybeh et al. for 
other combinational circuits [2]. There are several rea- 
sons. First, the present implementation is for sequential 
circuits and is not optimized for the simpler combina- 
tional case. Second, the previous results were for single 
input change vectors and the simulator was specifically 
programmed for that type of vectors. The present sim- 
ulator does not impose any such restriction on vectors. 
We are looking into optimizations of the program. We 
have also considered the possibility of using multipro- 
cessing. Those investigations are not yet complete. 

During the simulation, the size of the path status 
graph (PSG) dynamically changes due the splitting and 
recombination of nodes [a ] .  The minimum size occurs 
when either all paths are untested or all are tested. The 
last line in Table 2 is the PSG size factor, p. It is the 
ratio of nodes in the largest PSG during simulation to 
that in the initial PSG. The original PSG only contains 
nodes for PIS, POs and gates with fanout greater than 
one [2]. Thus, the original PSG is usually smaller than 
the circuit connectivity graph. For example, the number 
of nodes in the initial PSG of s5378 is 997, a number 
smaller than PI + PO + gates = 2863. The PSG size 
factor (p) is an indicator of the amount of memory used 
by the program. For example, largest memory usage 
was for multadder (208.5MB) for which = 337 also 
attains the largest value. 

9 Conclusion 

We have presented a new, non-enumerative path de- 
lay fault simulator that accepts circuit descriptions and 
libraries that are fully compatible with Bell Labs’ Gen- 
test system [3] .  We can now obtain the path delay fault 
behavior of circuits too large to be analyzed with any 

prior method. We also include the features necessary for 
simulating production-level circuits for path-delay fault 
analysis. Although the simulator has the capability of 
simulating all paths, it may be more practical to care- 
fully select paths for testing. The simulator provides 
several options for automatic path selection. Path delay 
simulation for asynchronous circuits is new and experi- 
ence is needed to validate the assumptions made here. 
The program can also benefit from multiprocessing. 

In a typical scenario, the non-enumerative fault sim- 
ulator may be required to simulate the given set of vec- 
tors, without a prior path selection. The post-simulation 
PSG can then provide data on the longest physical path, 
the longest tested path, and the coverage of lines and 
paths of any specified characteristics. Future experience 
will allow us to develop additional scenarios. 

Although the program is not intended for the pur- 
pose of false path identification, it can be used for it. 
In some cases, when the complete input space (input 
vectors) is known, such as BIST, by simulating using 
functional sensitization algebra, the simulator can be 
used to find the longest true timing path or set of paths. 
Once this information is known, BIST can be executed 
at the speed of the longest path activated, as opposed to 
a slower, more conservative speed, giving a better possi- 
bility of detecting path-delay faults. Also, if the longest 
BIST-tested path is found to be longer than the critical 
path, then the BIST test frequency should be suitably 
adjusted to avoid any yield loss. Functional sensitiza- 
tion must be used for this procedure because the other 
algebras only report singly-testable paths, and multiply- 
testable paths affect the timing of the circuit. 
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