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directly executed on the machine as written. Allowing for 
typographical errors, at least a few of them contain non-
trivial bugs. Our emulator validated corrected versions of 
all the programs in the original IAS reports,1-4,7 producing 
the expected results.

PROGRAMMING THE IAS MACHINE
A brief overview of how problems were solved on the IAS 

computer provides background for appreciating the intel-
lectual achievements of von Neumann as well as of Arthur 
Burks, Herman Goldstine, and all others who worked at the 
Institute for Advanced Study.

The IAS computer consisted of a memory bank referred 
to as the Selectrons, an accumulator (A) capable of shifting, 
adding, and subtracting; and an arithmetic register (R), 
used, among other things, to hold double width results from 
multiplication and division along with the accumulator 
(these latter operations were accomplished through shift-
ing and adding or subtracting). The machine also had the 
necessary support logic for reading and writing memory 
and for fetching and executing instructions from memory. 

S ome of the first computing programs ever written 
were to solve mathematical problems pertaining to 
the Institute for Advanced Study computer.1-5 The 
IAS computer is intimately linked with John von 

Neumann, who led the IAS project team in Princeton, N.J., 
during the post-World War II era. Our analysis of these pro-
grams revealed several errors. Given that these programs 
have not been examined for well over 50 years after the 
only machine that could execute them was shut down, this 
is hardly surprising.

To conduct our investigation, we used an IAS machine 
emulator, developed originally for educational purposes 
so that users could write and execute programs in the 
original IAS instruction set.6 Executing these programs 
reveals time-tested truths about computer architecture, 
side effects, instruction set design, and automatic program-
ming—truths all foreseen by von Neumann and his team 
so many years ago.

The evidence suggests that at least a few of the pro-
grams, which appeared in both IAS technical reports and 
later in John von Neumann: Collected Works,5 were never 
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All registers and data paths visible at the assembly language 
level were 40 bits wide.

Table 1 lists the basic instructions, referred to as orders. 
Some descriptions have been modified for clarity.

Programming the IAS required translating an algorithm 
originally expressed in the language of mathematics into a 
sequence of the instructions in Table 1.2 

First, each programming problem began with a de-
scription of the algorithm in a combination of English and 
mathematics. The IAS mathematicians then translated this 
algorithm into a flow diagram like the one in Figure 1.2

Circles in Figure 1 indicate entry and exit points. 
Arrows indicate the flow of control. Boxes with two exit 
arrows are alternative boxes: they represent conditional 

branches, typically denoting loop exit points. 
A “+” denotes the path taken if the expres-
sion in the box is greater than or equal to zero, 
a “−” indicates the path if the expression is 
negative. Boxes with one entry and one exit 
point are operation boxes and are labeled with 
the mathematical description of the computa-
tions performed. In modern parlance, these 
are called basic blocks. Boxes labeled with “#” 
denote either substitution boxes, indicating 
changes to variables in memory, or assertion 
boxes, indicating certain valid mathemati-
cal relationships at the time the computation 
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Figure 1. Flow diagram for an IAS computation.

Table 1. IAS computer instruction set.

Inst # Inst name Abbrev Description

1 S(x) → Ac + x Copy number in Selectron location x into A.

2 S(x) → Ac – x – Same as #1 but copy the negative of the number.

3 S(x) → AcM xM Same as #1 but copy the absolute value.

4 S(x) → Ac–M x – M Same as #1 but subtract the absolute value.

5 S(x) → Ah + xh Add number in Selectron location x into A.

6 S(x) → Ah – xh – Subtract number in Selectron location x from A.

7 S(x) → AhM xhM Same as #6, but add absolute value.

8 S(x) → Ah–M xh – M Same as #7, but subtract absolute value.

9 S(x) → R xR Copy number in Selectron location x into R.

10 R → A A Copy number in R to A.

11 S(x) * R → A x × Multiply number in Selectron location x by the number in R.
Place the left half of the result in A and the right half in R.

12 A/S(x) → R x ÷ Divide the number in A by the number in Selectron location x.
Place the quotient in R and the remainder in A.

13 Cu → S(x) xC Continue execution at the left-hand instruction at Selectron location x.

14 Cu’ → S(x) xC’ Continue execution at the right-hand instruction at Selectron location x.

15 Cc → S(x) xCc If the number in A is > = 0, continue as in #13. Otherwise, continue normally.

16 Cc’ → S(x) xCc’ If the number in A is > = 0, continue as in #14. Otherwise, continue normally.

17 At → S(x) xS Copy the number in A to Selectron location x.

18 Ap → S(x) xSp Replace the right-hand 12 bits of the left-hand instruction at Selectron location x by the right-hand 12 bits of A.

19 Ap’ → S(x) xSp’ Same as above, but modifies right-hand instruction.

20 R R Shift the number in A to the right 1 bit (left-most bit is copied).

21 L L Circularly left-shift the bits in A and R as an 80-bit quantity, leaving the most significant bit of A unchanged.

A: accumulator
Cc:  control conditional (conditional branch in modern parlance)
Cu:  control unconditional (unconditional branch or jump in modern parlance)
R:  arithmetic register
S:  Selectrons (memory in modern parlance)
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traverses the box. Memory locations are indicated with 
capital letters and numeric suffixes.

In following Goldstine and von Neumann’s translation 
process, once they believed the diagram to be complete, 
they labeled alternative and operations boxes with roman 
numerals, and obtained a preliminary enumeration of 
instructions. This process is roughly similar to the output 
a modern compiler might supply to a linker, in that it con-
tains the necessary instruction sequence but with only 
symbolic memory addresses. Each line in a preliminary 
enumeration has at most three fields: a designator indicat-
ing the block from the flow diagram associated with the 
instruction and the instruction number within the block, 
a symbolic memory location, and an optional instruction 
abbreviation from Table 1 (if omitted, the instruction is 
assumed to be a load of the accumulator from the address).

The first few instructions from the preliminary enumer-
ation of Figure 1 are as follows (we have added comments 
to aid understanding):

Once the preliminary enumeration is complete, the 
program’s total size can be determined, which means that 
storage locations can be assigned (typically those immedi-
ately following the instructions), and branch targets filled in. 
IAS stores two instructions per memory word, and therefore 
pairs them  into words at this stage. Based on the program’s 
total size and the storage locations assigned, the instruc-
tions in the preceding preliminary enumeration become 
the four words in the following final enumeration. Whereas 
the 1947 reports used only abbreviations in preliminary and 
final enumerations, we have included the long forms to aid 
understanding.

From this point, an engineer would translate the final 
enumeration into binary and load the program into the 
Selectrons, presumably by setting toggle switches as dic-
tated by the binary translation.

THE IAS EMULATOR
The process of developing and eventually teaching a US 

Air Force Academy course on “Great Ideas in Computing” 
led to a search for tools that would permit students to pro-
gram the original IAS computer. No such tools were found. 
However, CPU Sim, a general-purpose emulator, was avail-
able from Colby College (http://www.cs.colby.edu/djskrien/
CPUSim).6 Based on the descriptions of the machine and 
instruction set provided in the 1946-1947 documentation, 
we used CPU Sim to create IASSim, an emulator for the 
Princeton IAS computer. As Figure 2 shows, IASSim accepts 
text files containing long-form sequences of IAS instruc-
tions and executes them based on the semantics of Table 1.  
IASSim supports both single-step and start-to-finish ex-
ecution mode, and it allows full inspection of all machine 
registers and memory.

We have used IASSim in support of graded classroom 
work. College freshmen with no prior computer science 
background have used it to program in IAS assembly 
language.8 

Once the emulator was up and running, other uses 
beyond computer science education evolved. In particular, 
the existence of a functioning IAS emulator provides re-
searchers with the opportunity to revisit the programming 
problems given in the 1947 IAS reports. As the IAS programs 
are among the oldest programs ever written, runnable on 
only one machine in the world, we believed it would be 
interesting to run them through the emulator to see which 
programs, if any, contained bugs.

SOURCES OF ERROR IN PROGRAM 
TRANSLATION

Many steps are required to go from a 65-year-old  
algorithm description to a working program running on a 
21st-century emulator. We performed all of the steps except 
the last one by hand, any one of which could introduce an 
error that would make the result incorrect. These steps 
were as follows:

1.  Describe algorithm mathematically.
2.  Depict algorithm in flow diagram.
3.  Translate flow diagram into preliminary enumeration.
4.  Transform preliminary enumeration into final 

enumeration.
5.  Transcribe final enumeration from the 1947 technical 

reports in the 1963 edition of John von Neumann: Col-
lected Works.

6.  Enter program listing into emulator.
7.  Execute program on emulator.

I,1 B.6 // load contents of memory location B.6 into 
the accumulator

 .2 C S // store the accumulator into memory  
location C

II,1 C // load C into accumulator

 ,2 B.7 h – // subtract contents of memory location B.7 
from accumulator

 ,3 e Cc // branch to exit point if accumulator >= 0

III,1 C // load C into accumulator

  , 2 III,3 Sp // Change the address field of the following 
instruction to the lower 12 bits of the 
accumulator

  ,3 - // load from address as set by previous 
instruction

WORD INST PAIR LONG FORM

0 19, 22S S(x) -> A 19 A -> S(x) 22

1 22, 20h- S(x)-> A 22 A -> A-S(x) 20

2 26Cc, 22 Cc-> S(x) 26 S(x) -> A 22

3 3Sp’, - Ap’-> S(x) 3 S(x) -> A -
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the coresidence of data and 
instructions. Instructions, 
however, are 20 bits wide, 
with an 8-bit opcode and 
a 12-bit address. Thus, as 
the previous code example 
demonstrates, the IAS stores 
instructions in pairs, which 
requires making distinctions 
between the instructions 
in the left and right half of 
a word in branch targets. 
In Table 1, these are indi-
cated with an apostrophe 
in the instruction notation. 
For example, Cc 30 means 
to conditionally branch to 
the instruction in the left 
half of the memory word 
30, while Cc´ 30 means the 
target is the instruction in 
the right half of the word. 
The IAS makes the distinc-
tion between the left or right 
“handedness” of instructions 

during the translation of a preliminary enumeration to a 
final one.

Number representation
The IAS represents integers in fixed-point binary 2’s 

complement notation. The assumed binary point is to the 
immediate right of the most significant bit (the left-most bit). 
All numbers are 40 bits in length. Thus, ½ would be repre-
sented as the 40-bit quantity 0100 … 000, and –5/8 would 
be 10110 … 000. The only numbers that can be represented 
in the machine, therefore, lie on the interval –1 <= x < 1. 
Interestingly, 1 cannot be represented. The IAS engineers 
maintained accuracy by using appropriate rescaling of 
numbers when necessary, or by the programmer’s having 
sufficient knowledge of the problem under study to pre-
scale inputs appropriately and apply the correct postscaling 
to the results.

This representation scheme dictates the requirement 
that all data inputs to the machine, all intermediate quanti-
ties calculated during program execution, and all outputs 
must lie on the interval –1 < = x < 1. Otherwise, the results 
might be incorrect.

The only exceptions to this representation scheme are 
numbers used to address memory, referred to as position 
marks (memory addresses in modern terminology). These 
numbers are 12 bits long. Since the IAS stores instructions 
in pairs, and each has a 12-bit address field, it is convenient 
to store these numbers as duplicated 12-bit patterns if the 
IAS performs address manipulation, so that instructions 

Von Neumann and his team would have performed steps 
1-4 as part of the programming process. Steps 5-7 were 
added by the authors to support execution on the emulator.

We note that step 5 is not strictly necessary. We origi-
nally took our program listings from the Collected Works 
alone. When we eventually found errors, we compared 
the code with that in the original 1947 technical reports.  
Occasionally, we found programs in the original reports to 
be correct while the corresponding code in Collected Works 
was wrong, suggesting that copying or printing errors oc-
curred when Collected Works was first compiled. Thus, 
we cite the transfer of code from the technical reports to 
Collected Works as a possible source of error.

UNUSUAL FEATURES OF THE IAS MACHINE
The IAS computer contained a few features that are, by 

modern standards, somewhat unusual.

Lack of I/O
The IAS machine had no I/O. This meant that users had 

to enter variables, as well as constants, by hand into spe-
cific memory locations. The program placed the results 
in memory locations, and engineers had to inspect them 
manually after program termination. This should be kept 
in mind when examining IAS program listings.

IAS memory and instruction format
The IAS organized memory into 2,048 40-bit words. One 

of the machine’s pioneering achievements is, of course, 

Figure 2. Screenshot from IASSim, an emulator for the IAS computer (www.cs.colby.edu/
djskrien/IASSim).
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cally alter the sequencing of basic blocks in the program. 
The IAS can even use these instructions to manipulate 
data directly.

VON NEUMANN’S ORIGINAL  
15 PROGRAMMING PROBLEMS

Volume 2, part 1, of Goldstine and von Neumann’s 
technical report, “Planning and Coding Problems for an 
Electronic Computing Instrument,”3 contains nine pro-
gramming examples; part 2 lists six more. The authors 
chose the examples, given in order of approximate increas-
ing complexity, to illustrate the IAS machine’s different 
problem domains and features. 

We give a brief overview of each example and indicate 
whether Goldstine and von Neumann’s programming so-
lutions as given in the literature are correct. If a mistake 
existed in either the original reports or the Collected Works, 
we describe the nature of the error, how we believe the 
error originated, and show the necessary correction.

A simple algebraic expression
Problem 1 is the simplest one, intended as an introduc-

tion to IAS features and the process of programming for it. 
Problem 1 calculates the value of the expression v = (au2 
+ bu + c) / (du + e), where a through e are constants and 
u is a user-supplied variable. The code as written is correct.

Parameters and subroutining
Problem 2 is the same as problem 1, but now the code 

stores u and v at specific memory addresses, with v point-
ing to where the result will go. This is intended to illustrate 
the concept of parameters and subroutines. The code given 
is correct.

Iteration
Problem 3 treats v as a function f(u) for which the pro-

gram uses iteration to calculate multiple values. It stores 
each (u, v = f(u)) pair in consecutive memory locations 
starting at memory address M. One interesting feature of 
this program is that it has a partial substitution order that 
modifies the instruction immediately after it:

This partial substitution is a potential hazard since the 
program prefetches both instructions in a word simultane-
ously. We know from the literature that the IAS computer’s 
design accounted for this possibility and therefore allowed 
it in programs.1 The initial design anticipated the complica-
tions of data forwarding and delayed branching in modern 
pipelined architectures.

and addresses in the left half of words need not be treated 
specially. Thus, the IAS would store the number 3 position 
mark as the 40-bit quantity 0×00-003-00-003 (represented 
here in hexadecimal notation with hyphens separating ad-
dress and opcode fields). 

The original literature indicates position marks with 
a subscript of 0. Thus, if n = 6, an indication that (n – 1)0 
should be stored in a given memory location does not refer 
to the number 5, since the IAS machine cannot represent 5. 
Instead, it represents the position mark 0×00-005-00-005.

Self-modifying code
The IAS designers recognized early on that vector pro-

cessing—the ability to perform the same computation on 
multiple data items—was an important requirement. The 
machine achieved this capability through self-modifying 
code, a programming technique generally frowned upon 
today. 

Two special IAS instructions can modify the address 
field of memory words at a given address. Von Neumann re-
ferred to these instructions as “partial substitution orders,” 
or “substitution orders” for short. They are denoted as Ap 
and Ap´ for modification of the left and right address fields 
in a word, respectively. These are instructions 18 and 19 
from Table 1.

For example, consider the following IAS program 
fragment:

Suppose the lower 12 bits of the accumulator contain 
0x053 when the instruction at memory location 20 is 
fetched. When it completes, instruction 50’s address field 
will be modified to 0x53. Thus, the program will now look 
like this:

Notice that instruction 50 has yet to execute; the effect 
of the address change will not be apparent until it does.

As von Neumann noted, the substitution orders are 
quite powerful. If they modify load and store instructions, 
they implement vector processing—but they can also 
modify branch instructions, in which case they dynami-

WORD LONG FORM HEX INSTRUCTION

20 Ap -> S(x)    50 0x 12 032 : change address field 
of left inst at mem[50]

…

50 S(x) -> Ac +  0 0x 01 000 ; currently set to load 
accumulator from 
mem[0]

20 Ap -> S(x)   50 0x 12 032 : change address field 
of left inst at mem[50]

…

50 S(x) -> Ac + 0 0x 01 053 ; will now load accu-
mulator from mem[83]

WORD LONG FORM SHORT FORM

3 Ap’->S(x)    3 3Sp’

S(x)->Ac+   – –
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The solution to problem 3 contains an error. As written 
in the original report, the instruction sequence at words 
12 and 13 is:

The problem is that the result of the division in the 
second instruction is left in the R register, but the second 
instruction must move it to the accumulator before the 
third instruction can store it in memory. The simplest cor-
rection is to insert two R → A instructions between words 
12 and 13:

This insertion in turn requires adjusting all target 
addresses from word 14 onward. In our case, the 
IASSim emulator’s built-in assembler performs this task 
automatically.

Strictly speaking, although only one extra instruction 
is required, this would change the left-right parity of all 
the instructions in the words that follow, which would in 
turn require changing the parity of all branch instructions 
affected. We chose a simpler approach.

Precalculation of scale factors
Problem 4 shows how to precalculate the appropriate 

scaling factor for a quotient u/v (the integer n such that 2(n-1) 
<= (u/v) < 2n), without having to compute u/v explicitly. 
This would have been a common programming task on 
the IAS machine.

The only error in the listing appears to be typographi-
cal. Instruction 10 is written as 35 − h, but should appear 
as 35h−. This error appears in both the original reports and 
the Collected Works.

Newton’s method for calculating square roots
Problem 5 iterates z

i+1 = ½ (z
i
 + u/z

i
) from a starting es-

timate z0 until the limits of machine precision are reached. 
This converges to √u. The code as originally published is 

correct; however, there is an error in the Collected Works, 
probably introduced during the transcription process. The 
instruction in the left half of word 5 is written as 9h in 
the original IAS report, but is incorrectly rendered in the  
Collected Works as 0h.

Binary to binary-coded decimal conversion
Problem 6 is the IAS code to convert a number in 

standard IAS f loating-point format to IAS binary- 
coded decimal (BCD) format. As originally pub-
lished, the instruction pair at word 11 has the 
branch parities reversed. The simplest correction is 
to switch the targets (which would make the second 
branch a noop). The code was originally written as 
12Cc´, 3C´. Changing the instruction pair to 3Cc´,  
12C corrects the code.

BCD to binary conversion
Problem 7 is similar to problem 6, but converts from 

BCD to binary. The published solution has three minor 
errors and one logic error. The minor errors are as 
follows:

The first two are probably typographical errors, since 
they differ only by one digit. The correction to the third error 
is consistent with the flow diagram given in the IAS report,3 
and so the error would have been introduced after that point 
in the compilation process.

In addition, there is a logic error between instruction 
words 26 and 27:

The L instructions (left shift) occur in a loop, and have 
the side effect of moving bits into the R register. In one 
part of the program, this side effect is needed, but in 
this particular part it is not. The instruction at word 27 
uses  these left shifts only to multiply the accumulator 
by 4, and the remaining parts of the program will not 
work correctly if the L instructions at word 27 alter the R 
register in any way.

The easiest fix is to insert a pair of S(x) → R 43 instruc-
tions between words 26 and 27, since according to the text 

WORD LONG FORM SHORT FORM

12 S(x)->Ah+ 16 16h

A/S(x)->R 24 24÷

13 R->A

R->A

14 At->S(x) – – S

Cu->S(x) 1 1 C

and  
so on …

WORD LONG FORM SHORT FORM

12 S(x)->Ah+ 6 16h

A/S(x)->R 24 24÷

13 At->S(x) – – S

Cu->S(x) 1 1C

WORD 
AS 

WRITTEN
SHOULD 

READ SOURCE OF ERROR

24 17S, 48 17S, 43 Collected Works

35 42S, 36Cc 42S, 26Cc IAS report, Collected Works

38 41Cc ,́  A 39Cc ,́  A IAS report, Collected Works

WORD LONG FORM SHORT FORM

26 At->S(x) 42 425

S(x)->Ac+ 17 17

27 L L

L L
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Numerical integration via Simpson’s rule,  
subset of points

Problem 11 is similar to problem 10, except that the 
boundaries of a subinterval of the function values are 
used as boundaries for integration. These are assumed 
to be the problem parameters. The code as originally 
written in the IAS report is correct; however, two 
minor printing errors appear in the Collected Works as  
follows:

Lagrangian interpolation
Problem 12 uses Lagrangian interpolation to calcu-

late the coefficients of the unique polynomial of degree  
M – 1 that passes through M points (x1,p1) .. (xM

,p
M
), and 

then evaluates that polynomial for some given x. The code 
is correct.

Three problems using Lagrangian  
interpolation for a tabulated function

Problem 13 is divided into three subproblems, each 
showing different ways to use problem 12’s code to inter-
polate a tabulated function. For these problems, there are 
N >> M points (p1,y1)..(pN

,y
N
). The computer is first used to 

find the index k of M points starting with y
k
 that are closest 

to the value of a given variable y. The program then passes 
this index value to the code of problem 12 to evaluate the 
function at y.

For problem 13a, we assume the points to be equi-
distant, which means that the computer stores only the 
total number and the endpoints. For problem 13b, the 
points are not equidistant, which means that the emulator 
must store all points explicitly. Problem 13c is identical to 
13b except that the p

i
 and y

i
 values alternate in memory 

instead of being stored as a vector of p’s followed by a 
vector of q’s.

Problem 13a has at least two logic errors. To perform a 
certain arithmetic operation, the code uses three substitu-
tion orders at various places:

memory, location 43 contains 0. This has the effect of clear-
ing R:

As with earlier examples, only one instruction is strictly 
necessary, but inserting a pair of identical instructions is 
simpler. Similarly, the usual adjustment of target addresses 
is required.

A legitimate question is whether the implementation 
of different semantics for the L instruction would make 
the published solution correct and that we are simply ap-
plying the wrong ones. Different semantics for different 
IAS instructions were indeed known and published (for  
example, in the IAS reports, changes are evident from 
volume 1 to volume 2). However, in this case the L instruc-
tion was changed to modify the R register precisely to 
support binary to decimal conversion, which this example 
was intended to illustrate.

For the emulator, we chose the semantics for all IAS in-
structions given in volume 2, part 1, the same report in 
which these problems were published.3 We are aware of 
no consistent semantics for the L instruction that make 
the published listing work correctly for this problem. With 
the proposed correction, the code runs on the emulator 
exactly as described, correctly converting numbers in IAS 
BCD format to their floating-point representations.

Double-precision sum
The code in problem 8 sums two 80-bit IAS numbers and 

is correct as written. 

Double-precision floating-point product
The code in problem 9 multiplies two 80-bit IAS numbers 

and is correct as written.

Numerical integration via Simpson’s rule
The problems from volume 2, part 2, are substantially 

more complex,4 and were chosen to illustrate the power 
and broad applicability of the electronic stored-program 
computer.

Problem 10 numerically integrates a function supplied as 
N + 1 values f(x) on the closed interval x = [0..1]. The code 
as written is correct. There is only a minor printing error 
in the Collected Works, which lists the contents of memory 
location 21 as 2N/3 but should instead be written as 2/3N. 
The annotation is correct in the IAS report.

WORD
As printed in vol. 2, 

part 1 (Correct)
As later printed in  

Collected Works (incorrect)

14 34,  26Sp´ 34, . 26Sp´

23 –, –  – h –,   – h

WORD LONG FORM SHORT FORM

26 At->S(x) 42 425

S(x)->Ac+ 17 17

27 S(x) -> R  43 43R

S(x) -> R  43 43R

28 L L

L L

WORD LONG FORM SHORT FORM

64 Ap´->S(x) 52 52Sp´

…

69 …

Ap->S(x) 50 50Sp

72 Ap->S(x) 51 51Sp

…
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The insertion of two extra instruction words requires 
incrementing all word addresses from 85 and beyond by 2. 
The code as corrected above produces the desired solution 
on the emulator.

Problem 13c has the same errors as problem 13b. The 
complete listing was not given in the original report, only 
those changes necessary from the code of 12 and 13b. 
Making those changes coupled with the corrections above 
requires suitably modifying the  branch targets . Other than 
that, the code is correct.

There is a printing error in the listing for this problem in 
the Collected Works. Instruction pair 53 reads 93, 62Sp but 
should read 93, 62Sp .́ The listing is correct in the original 
report.

Merging two lists
The IAS authors deliberately chose problems 14 and 15 to 

be less mathematical in nature and more suggestive of data 
processing. Clearly, von Neumann anticipated the powerful 
nonmathematical applications of digital computing.

Problem 14 inductively merges two lists of records. What 
the report calls a “complex,” we now call a record. A “se-
quence” is a list in modern terminology, and a “principal 
number” is a key.

The listing contains what is probably a typographical error. 
The instruction in the second half of word 26 reads 10Cc ,́ 
but should read 10C´ (replacing a conditional branch with an 
unconditional one). With this change, the code runs correctly.

Sorting a list
Problem 15 uses the problem 14 code to inductively sort 

a list by first merging successive pairs of lists of size 1, then 
merging half again as many lists of size 2, and so on. List 
sizes that are not powers of two are accommodated. The 
only error is the same one in problem 14. With that correc-
tion, the code runs correctly.

LESSONS FOR COMPUTER  
SCIENTISTS TODAY

Revisiting the computational problem-solving processes 
first outlined in the 1947 IAS technical reports offers both a 
trip back in time and a prescient glimpse into the future of 
computing. Many of the issues computer scientists would 

For this operation to have the desired effect, the indi-
cated memory locations must be zero before the emulator 
alters them  (recall that substitution orders replace only 
parts of words). Even if we assume that memory locations 
that are not explicitly initialized begin with default values 
of zero, two of the three referenced locations above are 
sinks of previous instructions, so at least two of them are 
incorrect.

The easiest correction is to find two memory locations 
we can explicitly initialize to zero without further affect-
ing the program. A review of the code shows the program 
can use the memory locations 48 (C.1), 49 (C.2), and 50 
(C.1.1), which means the instruction in the right half of word 
69 can remain unaltered. Thus, if the program explicitly 
initializes memory locations 48–50 to zero, the following 
changes will make the code correct:

Problem 13b suffers from the same deficiency. The so-
lution, however, is more elaborate, because the affected 
substitution orders now occur in a loop. This requires 
explicitly clearing the memory locations during program 
execution.

The affected sequence of instructions follows, grouped 
by pairs for clarity:

To ensure that memory location 51 is cleared before the 
substitution order at 83, the program inserts a load from a 
memory location set to zero. In this case, it uses the lowest-
numbered memory location not in use, which according to 
the listing is #52. For the order at 84, however, that will not 
work, because the next instruction needs the value in the 
accumulator. Since the program only needs to explicitly 
clear the lower half of the word in this context (the upper 
half is already zero), the easiest solution is to insert an Ap´ 
substitution order. The program then follows it with a dupli-
cate order as a noop to preserve the parities of the branch 
targets that follow. The following is a comparison of the 
original and corrected code:

WORD LONG FORM SHORT FORM

64 Ap´->S(x) 48 48Sp´

…

69 …

Ap´->S(x) 50 50Sp

72 Ap->S(x) 49 49Sp

WORD SHORT FORM

81 42h, 65Cc

82 49, 50h

83 51Sp´ 51

84 R, 51Sp

85 51h, 48S

WORD ORIGINAL CORRECTED

81 42h,  65Cc 42h,   65Cc

82 49,   50h 52,   51S

83 51Sp ,́   51 49,  50h

84 R,   51Sp 51Sp ,́   51

85 51h,   48S R,   51Sp´

51Sp´ ,  51Sp

51h,   48S
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of orthogonality in interaction among IAS instructions. 
Reasoning about side effects such as changing register 
values, shifting bits from one register into another, and 
having some instructions modify others is notoriously dif-
ficult. Adding support at the instruction-set level for specific 
computational tasks like binary-to-decimal conversion as 
the IAS machine did seems similar, for example, to the use 
of the POLY instruction in the VAX 11/780 40 years later.10  
It appears to significantly complicate the hardware, and it 
makes correct programming at the assembly language level 
more challenging. 

The emergence of reduced-instruction-set computer 
architectures in the 1980s might be seen as a response 
to concerns about the orthogonality and side effects in 
instruction set design, as well as the implementation and 
refinement of more complex instruction sets in terms of 
simpler micro-operations. Achieving the correct balance 
between hardware and firmware may be a perpetual chal-
lenge for computer science.

The challenge of testing a nonexistent computer 
None of the codes in the IAS technical reports could have 

been tested when they were published in 1947, since their 
target machine was not fully functional until five years later. 
Obviously, emulation was not an option, so the researchers 
could rely only on their vision of how the machine would 
work. Under those circumstances, the relatively small 
number of errors in the codes is quite remarkable.

A third IAS technical report, which we have not yet 
fully investigated, introduces two more program-
ming problems.7 These are not specific mathematical 

tasks per se, but instead illustrate subroutining, linking, 
and loading—tasks that were automated in later decades. 
We propose using IASSim to investigate these problems as 
a topic for future work.

Finally, although we understand that the computer 
science curriculum is already quite challenging, our explo-
ration into the IAS machine makes us wonder if some sort 
of exposure to older machines might make sense for future 
computer designers. After all, those who do not learn from 
computer history are condemned to repeat it. 
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later grapple with, and continue to wrestle with today, can 
be seen in microcosm by retracing the process from flow 
diagram to emulated result. Four issues are particularly 
noteworthy.

Programming automatization 
Bridging the semantic gap between mathematics and 

electrical impulses was an intellectually demanding and 
error-prone process, even for the most brilliant minds of 
the post-World War II era. All of the IAS examples began 
with correct mathematics, but the lack of automatic tools 
to support the necessary transitional steps from flow dia-
grams to bits led to the inevitable introduction of errors, 
paradoxically due to both the complexity and the tedium 
of the work required. As more hardware became available, 
researchers began to meet this need for transitional steps 
in the 1960s with assembly language, assemblers, high-level 
languages, and compilers, but the need to further remove 
human error from the programming process remains vital 
today. Once humans have indicated the problems they want 
their computing devices to solve, the less involvement they 
have with that process, the better.

Formal methods 
Related to the previous point, it is clear that von Neu-

mann anticipated the use of more formal mathematical 
techniques in the programming process, even if he could 
not employ them as extensively as he might have preferred. 
Much of the historical delay was probably due to the pro-
digious increase in the number of computer programmers 
and mathematicians. Based on his writing, we suspect von 
Neumann would have viewed that trend negatively. He 
wrote, for example, that the inclusion of a floating point in 
the machine would have been a mistake, both because of 
the complexity and because it encouraged a lack of math-
ematical rigor. If a user did not know to within a power of 
two what the correct result of his computation should be, 
he probably didn’t understand the problem well enough to 
be using the machine.

However, formal methods might now be maturing to 
a point that would have gladdened von Neumann’s heart. 
Work is ongoing, for example, on an implementation of a 
Domain Name System server that uses Ada and the SPARK 
program analysis toolset to prove the absence of runtime 
exceptions.9 These tools require users to insert assertions 
at various points in the code to indicate what properties 
should hold there. The analogy to the assertion boxes of von 
Neumann’s original flow diagrams is immediately apparent.

Simplicity and orthogonality in instruction  
set design 

Related to the lack of programming tools that were 
available for the IAS machine, many of the errors we found 
were due to side effects, inconsistent semantics, and lack 
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